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Abstract. Animating arbitrary rigged 3D assets remains labor-intensive,
while existing generative approaches rarely provide asset compatibility,
language-based control, iterative refinement, and preservation of produc-
tion assets. We introduce GenRA3, an end-to-end framework for gener-
ating and editing skeletal animations on user-provided assets. GenRA
conditions a multimodal large language model on the rig hierarchy and
bind pose, multiview renders, natural-language instructions, and optional
motion demonstrations compactly represented through keyframe decima-
tion. The model predicts sparse joint-transformation keyframes, which
are subsequently converted into smooth animation curves prior to being
authored into the original asset without modifying its geometry, skinning,
or rig hierarchy. GenRA requires neither task-specific training nor retar-
geting and supports zero- and few-shot generation with localized, com-
positional, temporal, and quantitative refinements. Across 1,080 blind
judgments involving 40 diverse assets, GenRA attains a 74.5% tie-aware
preference rate over Puppeteer, is preferred in every evaluated category,
and reduces median generation time by 83% and cost by 84%.
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Fig. 1: Example animations of generic rigged 3D assets generated by GenRA.
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1 Introduction

3D animation is fundamental to digital media, enabling expressive characters
for film, virtual reality, and video games [15]. However, producing high-quality
motion for arbitrary 3D assets remains labor-intensive and requires substantial
expertise [10,18]. Animators typically control an asset through a rig, a hierarchy
of interconnected joints that defines its pose and deforms its geometry through
skinning [1, 10]. Motion is then authored through keyframing, motion-capture,
and iterative refinement of joint transformations over time [3]. This effort mo-
tivates generative methods that translate high-level intent, including natural-
language instructions, into animation with less manual intervention [6, 24]. For
practical authoring, however, generated motion must preserve the source asset
and respect its specific articulation, and, ideally, support targeted revision.

Prior work only partly meets these requirements. Many text-conditioned
motion models assume canonical human skeletons or category-specific train-
ing data [6, 20, 24, 27], while broader approaches rely on trained motion priors,
video reconstruction, or re-rigging and optimization [5, 8, 13, 18, 21]. Generat-
ing keyframes for an existing rig offers a complementary direction [7], but fine-
grained, iterative language editing has not been demonstrated across diverse
asset types. Generally, existing methods do not jointly provide training-free ani-
mation generation, detailed language control, localized refinement, optional mo-
tion exemplars, and duration control while preserving and directly authoring
motion into the asset. Section 2 and Table 1 provide a detailed comparison.

We introduce GenRA, a training-free framework for text-conditioned genera-
tion and refinement of skeletal animation on user-provided assets. A multimodal
large language model (LLM) is conditioned on the rig hierarchy and bind pose,
multiview renders, a motion instruction, and optional asset-specific motion ex-
amples. It predicts sparse transformation keyframes that are reconstructed into
smooth animation curves and authored in the input Universal Scene Descrip-
tion (USD) file. We use USD for its open-source availability and broad support
in established 3D content-creation tools [16]. By generating motion in the as-
set’s native joint space, the pipeline requires neither retargeting nor manual pose
alignment and leaves the asset’s geometry, rig, and skinning unchanged. Example
animations are shown in Figure 1. Additionally, it supports zero- and few-shot
generation, explicit duration control, and multi-turn refinement of specific joints,
time intervals, or motion magnitudes while retaining prior motion elsewhere.

Our contributions are threefold: (i) a unified, training-free framework for
detailed language-conditioned animation and localized iterative editing across
diverse rigs, with fine-grained control; (ii) compact rig and motion representa-
tions that combine structural and visual context with keyframe-decimated ex-
emplars and yield editable per-joint translation, rotation, and scale animation;
and (iii) an evaluation comprising 1,080 blind judgments on 40 assets, in which
GenRA attains a 74.5% tie-aware preference rate over Puppeteer [18], the closest
open-source baseline, and is preferred in every evaluated model category and rig-
complexity group. Under the evaluated deployment configuration, GenRA also
reduces median generation time by 83% and median processing cost by 84%.
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Table 1: Comparison of rig-based generative animation methods.

Work Method Conditioning Scope Ex. Dur. G/R Edit

AniMo [20] Motion trans-
former

Text + species
type

Animals ✗ ✗ ✗/✗ ✗

Motion Avatar [25] LLM planner +
learned models

Text Humans,
animals

✗ ✗ ✗/✗ ✗

MotionGPT3 [27] LLM + diffusion Text or motion Humans ◦ ✗ ✗/✗ ◦
Sketch2Anim [26] Latent diffusion Sketches + trajec-

tories + text
Humans ✗ ✗ ✗/✗ ✓

AnyTop [5] Topology-aware
diffusion

Skeleton structure Diverse
skeletons

✗ ✗ ✗/✓ ◦

Dragon [13] Scalable inter-
polant transformer

Text + skeleton Diverse
creatures

✗ ◦ ✗/✓ ✗

RigMo [23] Diffusion trans-
former

Mesh sequence Diverse
meshes

◦ ◦ ◦/✗ ◦

Puppeteer [18] Video optimization Text + static
mesh + video

Diverse
meshes

✗ ◦ ✓/✗ ✗

AnimaMimic [21] Video optimization
+ physics

Text + static
mesh + video

Diverse
meshes

✗ ◦ ✓/✗ ✗

AnimaX [8] Video–pose diffu-
sion

Text + rigged
mesh + renders

Diverse
meshes

✗ ✗ ✓/✓ ✗

Huang et al. [7] LLM Text + rig +
examples

Diverse
skeletons

✓ ◦ ✓/✓ ✗

GenRA Multimodal
LLM

Text + rig +
renders

Diverse
assets

✓ ✓ ✓/✓ ✓

✓ supported; ◦ partial or task-specific support; ✗ unsupported or not demonstrated. Conditioning
lists the inputs supplied to each method. Ex. denotes support for motion exemplars; Dur. duration
control; G/R preservation of input geometry and rig; and Edit method-level iterative refinement.

2 Related Work

A fundamental design choice in generative animation is motion representation.
Geometry-based methods generate dynamic shapes without the use of a skele-
ton [11], but often operate on a separate dynamic representation rather than
preserving the asset geometry. This can limit downstream editing and produc-
tion use and introduce spatial or temporal inconsistencies, including appearance
drift and flicker [22]. Rig-based methods instead encode motion as transforma-
tions of joints within a skeletal hierarchy, providing semantically and anatomi-
cally meaningful control compatible with established animation workflows [1,10].
Accordingly, most motion-generation methods operate in skeletal space [12,28].

Existing rig-based methods vary in structural assumptions and target do-
mains. Many remain category-specific, reflecting the prevalence of high-quality
datasets for humans and animals. AniMo [20] generates text-conditioned animal
motion across species, while Sketch2Anim [26] derives editable human motion
from storyboard sketches. AnyTop [5] supports diverse skeletal topologies but
lacks text conditioning, whereas How to Move Your Dragon [13] combines target
skeletons with part-aware language control across varied creatures. Other meth-
ods construct or modify the asset: Motion Avatar [25] integrates avatar genera-
tion, auto-rigging, motion synthesis, and retargeting through an LLM planner,
while RigMo [23] jointly infers rigging and motion from deforming meshes.
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A related line of work uses language or learned pose priors for skeletal mo-
tion. Specifically, Huang et al. [7] serialize the hierarchy of an existing rig and
use asset-specific animation examples to generate keyframes for root translation
and child-joint rotation, demonstrated on animal and humanoid models. Mo-
tionGPT3 [27] instead treats human motion as a second modality, predicting
continuous motion latents through a diffusion head conditioned on a language
backbone. AnimaX [8] jointly generates multiview RGB videos and pose maps,
triangulates the latter into 3D joint trajectories, and applies inverse kinemat-
ics to the input rig. However, none demonstrates localized, multi-turn language
refinement across diverse production assets.

A separate direction animates broad classes of static meshes by auto-rigging
and optimizing joint motion against text-conditioned video priors. Puppeteer [18]
auto-rigs the input mesh and optimizes joint motion against synthesized monoc-
ular video through differentiable rendering. AnimaMimic [21] extends this design
with differentiable soft-body simulation to model non-rigid deformation. These
approaches retain the input mesh but construct new skeletons and skinning
weights rather than preserving artist-authored rigs. They also incur substantial
generation latency and monetary cost, while monocular video supervision leaves
depth and motion in occluded regions underconstrained.

Table 1 organizes these methods by conditioning, scope, exemplar and dura-
tion control, asset preservation, and editability. This comparison distinguishes
motion-generation scope from properties required for asset-centric authoring,
including preservation of the supplied rig and revision of generated motion.

3 Methodology

Input & conditioning

USD asset

Text prompt

Animation
exemplars Mesh & rig

renders

LLM generation
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Fig. 2: Overview of the GenRA pipeline for prompt-conditioned animation of rigged
USD assets. Green blocks (L) indicate LLM-assisted stages, yellow blocks (A) indicate
algorithmic stages, and dashed blocks denote optional components.

Figure 2 provides an overview of the GenRA pipeline, which comprises input
conditioning, preprocessing and encoding, LLM-based motion generation, and
post-processing and export, with optional iterative refinement. The following
sections describe each stage of this pipeline in detail.
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Object JSON
{
"root": {
"p": [0.0, 0.0, 0.0],
"r": [0.0, 0.0, 0.0],
"s": [1.0, 1.0, 1.0]

},
"root/hips": {
"p": [0.0, 0.18, 0.0],
"r": [0.0, 0.0, 0.0],
"s": [1.0, 1.0, 1.0]

}, ...
}

Animation JSON
{
"root": {
"0.00": {
"p": [0.03, 0.01, -0.02],
"r": [1.5, -3.0, 0.8]

}, ...
},
"root/hips/spine/neck": {
"2.50": {
"r": [5.0, -10.0, 2.0]

}, ...
}, ...

}

Fig. 3: Schematic Object JSON and Animation JSON representations. Object JSON
encodes the skeletal hierarchy and bind pose; Animation JSON encodes motion
keyframes and is used as both the input and output representation of the LLM.

3.1 Input & conditioning

The first stage of the pipeline is responsible for preparing the conditioning con-
text for the LLM. Specifically, input comprises a base USD file containing a
rigged 3D asset, a natural-language motion instruction, and a short description
of the asset. Optional animation examples, each paired with a motion descrip-
tion, may also be supplied. Each animation example serves as an in-context
demonstration of joint usage, temporal structure, transform magnitude, and tar-
get motion style. Note that if the input USD asset already contains animation,
GenRA either refines it or discards it, depending on the user’s intent.

The pipeline then extracts the rig and bind pose from the base file and addi-
tionally generates multiview renders of the provided model. Each rendered view
depicts an untextured 3D mesh with a skeleton overlay and a color-coded axis
gizmo. The mesh conveys the shape and proportions of the 3D model, the over-
lay relates joints to articulated regions, and the gizmo disambiguates the spatial
orientation. Finally, each animation example is processed to extract motion data.

When a large motion library is available for the same underlying asset family,
an optional semantic-selection stage may retrieve a small set of examples relevant
to the requested motion. Such a library may include compatible rig variants
that share a skeletal base but differ, for example, in auxiliary joints. Selection
considers instruction-description similarity, compatibility of animated transform
channels, the relevance of auxiliary joints, and manually assigned semantic and
contextual tags. Although tailored to our setting, the metadata and selection
framework can be adapted to other assets, rig conventions, and motions.

3.2 Pre-processing & encoding

This stage converts the extracted rig, bind pose, and optional example motions
into compact representations suitable for LLM inference. The following section
describes how this information is serialized in detail.
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Encoding Building on the advancements of Huang et al. [7], we provide the
LLM with a compact serialization of the animation context. As shown in Fig-
ure 3, the skeletal hierarchy and bind pose of the base model are encoded as
Object JSON, and each example motion is encoded as Animation JSON.

Object JSON stores each joint under its full hierarchical name, such as
root/hips/spine/neck. Each entry records the joint-local bind-pose transla-
tion, rotation, and scale, denoted by p, r, and s, thereby defining the rig’s rest
configuration. Animation JSON represents motion as sparse joint-local trans-
form keyframes expressed as offsets from the bind pose. For each animated joint,
timestamps map to the p, r, or s channels updated at that time. Note that prior
to serialization, all transforms are converted to a right-handed, Z-up coordinate
convention for consistency across assets. Additionally, to reduce context length,
an LLM-assisted cleanup stage removes redundant affixes and technical prefixes
or suffixes from joint names, preserving their anatomical and functional meaning.

Expressing transforms in bind-relative space makes identity offsets corre-
spond to the rest pose, so unchanged transform channels can be omitted. This
reduces context length and encourages the LLM to model motion rather than re-
construct the rest configuration. Although rotations are typically represented by
quaternions, we serialize them as Euler angles, which we empirically found more
interpretable for the LLM. Finally, unlike Huang et al. [7], whose representation
primarily encodes root translation and child-joint rotation, our format supports
translation, rotation, and scale at every joint. Per-joint translation and scaling
broaden the representable motion space and enable richer non-rigid articulation.

Keyframe decimation Directly serializing every frame of a dense motion Mi

with Ti frames and Ji joints requires O(TiJi) values and consumes a substantial
portion of the LLM context, despite containing many nearly constant trans-
formations and relatively few salient events. We therefore construct a sparse
representation Ki by approximating each animated transformation channel with
an error-bounded cubic Bézier curve, adapting Blender’s F-Curve decimation
algorithm and the keyframe removal method of Li et al. [14].

The procedure is applied independently to each scalar translation, rotation,
and scale channel. Let x[n], n = 0, . . . , Ti − 1, denote the value of one such
channel at frame n. Constant channels are omitted, while each animated channel
is normalized by its maximum absolute magnitude, yielding x̂[n]. The normalized
samples pn = (n, x̂[n]) define a dense piecewise-linear curve with knots at the
frame indices n, represented equivalently by degenerate cubic Bézier segments.

Consider a candidate knot k with neighboring retained knots a and b. Re-
moving k replaces the portion of the curve between a and b with a cubic segment:

Bk(u;λL, λR) = (1− u)3pa + 3(1− u)2u(pa + λLta)

+ 3(1− u)u2(pb + λRtb) + u3pb, u ∈ [0, 1],

where ta and tb are the fixed unit handle directions associated with the retained
endpoints, and λL and λR are fitted scalar handle coefficients.
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Fig. 4: Illustration of channel-wise keyframe decimation at ε20 = 0.01: (a) representative
dense animation channel; (b) internal Bézier fit after decimation.

We greedily remove knots according to the reconstruction error of their re-
placement segments. Specifically, candidate removals are evaluated against fixed
reference points sampled from the original dense curve, with R = 10 samples
per segment. For a candidate spanning retained knots a and b, let {zℓ}ℓ∈Lab

,
zℓ ∈ R2, denote the reference samples covered by the candidate. For fitting, this
sequence is parameterized by normalized cumulative chord length, assigning a
local parameter uℓ ∈ [0, 1] to each ℓ ∈ Lab.

For each candidate knot k, the handle coefficients λL and λR are fitted by
least squares, and the removal cost ck is defined as the maximum squared error
over the same reference samples. Specifically,

(λ∗
L, λ

∗
R) = argmin

λL,λR

∑
ℓ∈Lab

∥Bk(uℓ;λL, λR)− zℓ∥22 ,

ck = max
ℓ∈Lab

∥Bk(uℓ;λ
∗
L, λ

∗
R)− zℓ∥22 .

At each iteration, we remove the knot with the smallest cost ck and recom-
pute costs of the affected neighboring knots. For a channel belonging to joint j,
removal continues while the smallest candidate cost is below

ε2j = ε20 (1 + 0.1hj) ,

where ε20 is the root-joint base tolerance and hj is the joint depth. This makes the
tolerance stricter near the root, where errors affect larger descendant subtrees,
and looser toward distal joints. We use ε20 = 0.01 by default. Figure 4 shows an
example dense channel and its fitted sparse Bézier approximation.

After decimating the scalar channels, we take the union of their retained
frame indices for each joint and transformation type. Because independent dec-
imation may place keyframes for the same motion event at nearby frames, we
consolidate the retained indices separately for each transformation type. Indices
whose total temporal span does not exceed δ are clustered at their median frame,
with δ = 2 by default. Each resulting keyframe stores the complete translation,
rotation, or scale vector sampled from the original motion. We note that the
fitted Bézier handles are used only during decimation and are not serialized, as
further discussed in Section 5.1.
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3.3 LLM module

After keyframe decimation, GenRA assembles a multimodal context compris-
ing the asset description, Object JSON, multiview renders, motion instruction,
and any Animation JSONs supplied as examples or as a source animation for
refinement. Conditioned on this context, the LLM generates the output sparse
motion K in the same Animation JSON format (see Section 3.2), associating the
requested action with relevant joints, accounting for the propagation of parent
transformations, and choosing the timestamps and transformation values needed
to express the motion. The model thus provides implicit articulated control by
reasoning about the rig motion and directly emitting local joint transformations.

Refinement uses the same mechanism but includes the current K and the re-
quested modification in the context. The LLM returns a complete revised sparse
animation, retaining existing keys where appropriate while replacing, removing,
or appending others. The resulting Animation JSON is embedded in the USD
asset and reused in subsequent refinement passes, thereby avoiding cumulative
error from repeatedly resampling reconstructed dense curves.

Since the generation is performed entirely through inference-time condition-
ing, this approach requires no task-specific training or fine-tuning of the underly-
ing LLM. Therefore it remains compatible in principle with any general-purpose
multimodal LLM that provide sufficient context length and structured output.

3.4 Post-processing

This stage is responsible for converting the sparse motion K generated by the
LLM into a dense skeletal animation by reconstructing missing frames for each
joint via interpolation. We then invert the coordinate normalization and compose
the resulting local transforms with the corresponding bind-pose transforms.

Specifically, translation and scale are interpolated per scalar channel using
piecewise cubic Bézier curves with an auto-clamped handle construction adapted
from Blender [2]. At each interior keyframe, the initial tangent slope is defined
as the arithmetic mean of the adjacent secant slopes, each normalized by its
corresponding keyframe interval. The handles are placed at one third of the ad-
jacent intervals and subsequently clamped to reduce overshoot while preserving
tangent continuity. This is equivalent to a cubic Hermite interpolant, since the
handles encode shared endpoint derivatives and ensure C1 continuity [4].

Rotation keyframes are converted to unit quaternions and interpolated along
the shortest rotational arc using spherical linear interpolation [17]. A cubic
smoothstep function is applied to the normalized segment parameter to produce
gradual acceleration and deceleration within each keyframe interval. Finally, all
reconstructed transforms are evaluated at every frame and authored as USD
animation samples to the base file provided at the input stage (see Section 3.1).

4 Evaluation

We evaluate both the efficiency of GenRA’s sparse motion representation and
the performance of the complete animation-generation pipeline.
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Fig. 5: Compression behavior showing: (a) translation and rotation error versus com-
pression; (b) compression versus squared decimation tolerance. Lines show asset-level
medians; bands denote 95% CI. Scale is omitted since it is active in only 15 samples.

To evaluate how effectively keyframe decimation (see Section 3.2) reduces
the LLM context while preserving source motion, we use 125 representative
animations sampled from the Articulation-XL-2.0 dataset [19]. Specifically, we
vary the tolerance ε20 from 0 to 1, serialize each motion’s sparse representation,
and reconstruct it on the original temporal grid using the interpolation stage
described in Section 3.4. Token compression is measured as the ratio between
the o200k_base token counts of the original dense and sparse Animation JSON
representations. Translation error is measured as vector root mean square error
(RMSE) normalized by the asset’s bounding-box diagonal, and rotation error as
quaternion geodesic RMSE in degrees.

Figure 5 jointly characterizes reconstruction fidelity and tolerance sensitiv-
ity. Median compression increases from 10× at ε20 = 0 to 84× at ε20 = 1, with a
corresponding increase in translation and rotation errors. Note that at ε20 = 0,
decimation still omits constant channels and clusters redundant samples, re-
sulting in the compression ratio above 1×. At the default tolerance ε20 = 0.01, a
median compression of 30× (95% CI: 25–36×) is achieved, while median transla-
tion and rotation errors remain 0.344% of the bounding-box diagonal and 5.36◦,
respectively. We therefore adopt ε20 = 0.01 as the default, balancing context
reduction against the reconstruction error observed at higher tolerances.

4.2 Generation performance

We evaluate GenRA primarily through blind human preference judgments that
jointly assess prompt adherence and motion quality. This choice reflects the
limited applicability of existing automatic metrics to our setting. In particular,
standard motion-generation metrics typically assume canonical skeletons, paired
ground-truth motions, or pretrained motion embeddings, none of which reliably
transfer to diverse rigged assets and short articulated motions.
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Generic video benchmarks such as VBench [9] are likewise ill-suited: although
they measure rendered video quality and text–video consistency, they do not di-
rectly capture prompt-specific joint behavior or preservation of the input asset.
Moreover, in preliminary experiments, VBench scores showed only weak agree-
ment with human judgments.

Human-evaluation protocol We compare GenRA with Puppeteer [18], which,
to the best of our knowledge, is the only state-of-the-art open-source method that
supports text-conditioned, rig-based animation of diverse object classes. We use
its official implementation and recommended video-generation API.

From Articulation-XL-2.0 [19], a large-scale dataset of rigged 3D models, we
select representative categories spanning tools and mechanisms, characters and
blobs, humanoids, plants, household objects, animals, and vehicles or robots.
Within each category, we filter for assets with meaningful joint names and high-
quality meshes, then randomly sample eligible models to obtain 40 assets. For
each asset, we define three prompts and run three stochastic trials per prompt
for each method, yielding 360 GenRA–Puppeteer animation pairs. To minimize
prompt-selection bias, GPT-5.4 generates the prompts once using medium rea-
soning effort, conditioned on the asset name, category, and four multiview ren-
ders. The same prompts are used for both methods and all trials.

Both methods receive the same asset and prompt through their native inter-
faces. Specifically, GenRA receives the original rigged USD; Puppeteer receives
the corresponding static textured mesh. For Puppeteer, we again use GPT-5.4
to select the most informative prompt-specific view from eight labeled renders
that is fixed across trials. Kling v2.5 Turbo is then used to generate a five-
second image-to-video prior, against which Puppeteer optimizes the rig motion.
We note that any existing animations are discarded, and neither method receives
exemplar animations, making the comparison zero-shot.

For evaluation, we conduct a blind pairwise preference study with 27 raters
from our organization. For each pair, the two methods are assigned anonymized
labels at random. Raters view the common prompt and both animations and
select animation A, animation B, or a tie. They judge overall preference based
on prompt adherence and motion quality, disregarding static appearance and
rendering differences and not penalizing unusual or physically implausible motion
when explicitly requested. Each pair is evaluated by three distinct raters, and
each rater evaluates 40 pairs, yielding a total of 1,080 judgments.

Human-evaluation results Across the 1,080 judgments, GenRA receives 706
preferences, compared with 176 for Puppeteer and 198 ties. This corresponds to
an overall tie-aware preference rate of (W + 0.5T )/(W + L+ T ) = 74.5% (95%
CI: 68.5–80.2%), where W , L, and T denote wins, losses, and ties, respectively,
and a non-tie preference rate of 80.0%. As shown in Figure 6, GenRA is preferred
in every model category and rig-complexity group. Notably, preference margins
are largest for tools and mechanisms and for rigs of low or medium complexity,
but narrow for rigs with at least 25 joints.
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GenRA preferred

Tie

Baseline preferred

a Model category
Score

Tool / mechanism 81 17 89%

Vehicle / robot 72 10 18 77%

Humanoid 67 20 13 77%

Animal 65 22 13 76%

Household item 63 17 20 72%

Character / blob 63 18 20 72%

Plant 46 28 26 60%

Overall 65 18 16 75%

0 50 100
Share of ratings (%)

b Rig complexity
Score

Low (≤5 joints) 66 20 14 76%

Medium (6–24) 70 17 14 78%

High (≥25) 52 19 29 62%

0 50 100
Share of ratings (%)

Fig. 6: Human-preference outcomes by (a) model category and (b) rig complexity.
Values at right report the tie-aware preference rate.

The results are also broadly distributed across individual assets and raters.
GenRA exceeds the 50% tie-aware threshold on 36 of the 40 assets, with a median
asset-level preference rate of 76.9% (IQR: 63.0–87.0%). At the individual-rater
level, all 27 raters yield preference rates above 50%. Across individual pairs, 272
of 360 obtain a tie-aware score above 50%. The aggregate result is insensitive
to any one asset or evaluator: leave-one-asset-out estimates range from 73.9% to
75.5%, and leave-one-rater-out estimates range from 73.8% to 75.0%.

Qualitative evaluation Beyond zero-shot generation, we qualitatively eval-
uate iterative language-based refinement. Figure 7 shows representative refine-
ments in which the prompts restrict edits to named joints and temporal intervals,
modify individual limbs, and impose quantitative targets such as angles or dis-
placements. Successive instructions can be composed over multiple turns while
preserving non-targeted joints and intervals from the preceding animation.

We further evaluate few-shot generation on our proprietary character for
which a library of high-quality animations is available. As noted before, these
demonstrations condition asset-specific behavior and style. Qualitative examples
show greater motion specificity and stylistic consistency than zero-shot gener-
ation across prompts of varying complexity. Complete sequences, comparisons,
and interactive demonstrations are provided on the project page.

Generation efficiency Additionally, for each method, we measure end-to-end
time and cloud processing cost for all 360 asset–prompt–trial runs and report
the median across runs.4 Under this setup, GenRA reduces median generation
time by 83% and median processing cost by 84% relative to Puppeteer.
4 Measurements reflect the evaluated deployment and provider pricing as of April 17,

2026, and are not hardware- or price-invariant.
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Fig. 7: Representative localized refinements. Each panel compares representative
frames before and after the displayed natural-language instruction.

As shown in Figure 8, median end-to-end time and cost per animation were
120 s and $0.09 for GenRA, versus 690 s and $0.55 for Puppeteer. GenRA used
GPT-5.4 with medium reasoning and Flex processing; the median request com-
prised 6,420 input and 10,450 output tokens, corresponding to $0.09 at $1.25
and $7.50 per million tokens, respectively. Puppeteer’s cost comprised $0.35 for
60 s of KlingAI video-prior generation and $0.20 for 630 s of optimization on
an 80 GB NVIDIA A100 SXM4 rented from Vast.ai at approximately $1.14 per
GPU-hour.

5 Discussion

The observed category-level trends likely reflect the different representations
used by the two methods. Qualitatively, GenRA follows fine-grained instructions
more closely and better preserves asset-specific articulation, particularly for tools
and mechanisms whose motion is strongly constrained by their structure. In
contrast, Puppeteer’s video prior can produce more natural motion for some
organic actions, but re-rigging and optimization stages may introduce skinning
artifacts and mechanically inconsistent articulation, as illustrated in Figure 9.

Median time (s) 83% less

Baseline

GenRA 120 s

690 s

Video prior: 60 s Optimization

630 s

Median cost (US dollars) 84% less

Baseline

GenRA $0.09

$0.55

Input: $0.01 Output: $0.08

$0.35 $0.20

Video prior Optimization

Fig. 8: Median end-to-end generation time and cloud processing cost per animation
across 360 asset–prompt–trial runs per method.
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Fig. 9: Representative Puppeteer failure cases compared with GenRA. Note the dis-
torted stork limbs and eye-bat wings (top), and the structurally inconsistent windmill
and barrel articulation (bottom). Minor appearance differences reflect the use of dif-
ferent rendering engines.

5.1 Limitations and future work

Despite the discussed advancements, the narrower margins for plants and high-
complexity rigs suggest that GenRA remains generally less reliable on deep skele-
tal structures with many strongly coupled joints, likely reflecting the difficulty
an LLM faces in coordinating many coupled joints across deep hierarchies, where
local-joint motion generation implicitly requires inverse-kinematics-like coordi-
nation. This limitation motivates future investigation of tool-augmented gener-
ation, explicit kinematic solvers, and stronger structural priors.

Another limitation is the sparse motion representation. While GenRA uses
Bézier curves during both pre- and post-processing, the underlying LLM nei-
ther receives nor generates curve handles. As a result, exemplar-specific, fine-
grained interpolation is not preserved, and all outputs effectively use the same
reconstruction procedure. Including Bézier handles or tangents could reduce this
information loss and support higher-fidelity conditioning and generation.

Finally, our benchmark is limited to assets with semantically meaningful joint
names and a single overall preference judgment from internal raters. This leaves
performance on weakly annotated rigs untested, prevents separate quantitative
measurement of prompt adherence and motion quality, and does not establish
generalization to external professional animators. Future work could address
these limitations through broader evaluation procedures.
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6 Conclusion

We presented GenRA, an end-to-end framework for generating and refining skele-
tal animation directly on diverse user-provided rigged USD assets. GenRA pre-
serves the original geometry, rig hierarchy, and skinning, and writes editable
animation back into the source asset without auto-rigging or retargeting. Its
sparse joint-space representation supports per-joint translation, rotation, and
scale; detailed prompt and duration control; optional motion exemplars; and
iterative language-based refinement of specific joints, time intervals, and quan-
titative motion properties. Because generation relies entirely on inference-time
conditioning, GenRA requires no task-specific training or fine-tuning and is, in
principle, compatible with general-purpose multimodal LLMs that support suf-
ficient context length and structured output.

In 1,080 blind human judgments across 40 diverse assets, GenRA achieves a
74.5% tie-aware preference rate over Puppeteer and is preferred in every eval-
uated model category and rig-complexity group. The results indicate strong
prompt adherence and cleaner asset-specific articulation, particularly for mo-
tions constrained by the asset’s mechanics. Under the evaluated deployment
configuration, GenRA also reduces median generation time by 83% and median
processing cost by 84%.

Data availability

Additional qualitative comparisons, refinement and few-shot examples, and in-
teractive demonstrations are provided on the project page https://macpaw.
github.io/GenRA/.

The source code for the implementation is available at GitHub https://
github.com/MacPaw/GenRA.

Evaluation data along with rater judgments are available at Hugging Face
https://huggingface.co/datasets/macpaw-research/GenRA-human-eval.

https://macpaw.github.io/GenRA/
https://macpaw.github.io/GenRA/
https://github.com/MacPaw/GenRA
https://github.com/MacPaw/GenRA
https://huggingface.co/datasets/macpaw-research/GenRA-human-eval
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