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Abstract

Apple Silicon is among the most widely used platforms for local LLM inference,
yet nearly all inference optimizations are validated on server-class NVIDIA GPUs
under batched serving workloads. Which optimizations retain their benefits when
moved to Apple Silicon, and what determines their applicability? We evaluate four
optimization families: KV-cache pruning, speculative decoding, ported GPU ker-
nels, and post-training quantization. Experiments span four Apple machines under
a common single-request decode workload, with matched RTX 4090 comparisons
where possible. KV-cache pruning can reach up to 1.75x end-to-end throughput
on Apple but can reduce throughput on desktop NVIDIA GPUs. In matched exper-
iments, all evaluated speculative decoding methods reduce throughput on Apple,
despite reported 2—6 x gains on server GPUs. CUDA kernel designs transfer only
partially: public Metal lacks asynchronous copy, and batch-one decode makes sev-
eral serving-oriented mechanisms inapplicable, although transferable components
yield up to 1.20x decode throughput. Quantization gains vary by machine. Across
four families, a reported speedup is not a portable property of a technique alone but
a joint function of technique, runtime, hardware contract, and workload regime.

1 Introduction

Local LLM inference increasingly happens on Apple machines: llama.cpp treats M-series chips
as a first-class target [L], Apple ships MLX for unified-memory inference [2], and recent studies
describe M-series unified memory as the practical consumer path to large open-weight models [3].
The optimizations that would make this inference fast, however, carry no evidence for it: none
of the methods we study — KV-cache management [4], speculative decoding [5]], the FlashAtten-
tion/Flashlnfer, Marlin, and MegaBlocks kernels [6}[7; |8; 9], and post-training quantization [10] —
reports a measurement on Apple hardware in its original publication.

An optimization that reduces memory traffic or computation may still fail to improve end-to-end
throughput if it targets a secondary cost, adds runtime overhead, or relies on hardware features or
workload conditions that are absent from local inference. This motivates our central question: Which
LLM inference optimizations remain effective on Apple Silicon, and why? Our experiments focus on
the single-request, unified-memory regime that exists at consumer scale, and we evaluate the bundle
users actually deploy: hardware, runtime, and workload together. We cover four Apple devices
across three GPU generations, dense and hybrid architectures, and matched RTX 4090 controls where
configurations can be aligned.



Prior Apple-Silicon work has mainly evaluated models or complete software stacks. MLX provides a
framework for unified-memory inference 2], OpenELM reports local generation with MLX [[11]], and
Rajesh et al. [12] compare several runtimes on an M2 Ultra. That study establishes performance trade-
offs among Apple-Silicon devices. In contrast, we isolate individual optimizations, port representative
CUDA mechanisms to Metal/MLX, and measure their kernel-level and end-to-end effects.

Contributions. (1) A controlled comparison of four optimization families for local inference on
Apple Silicon. (2) Metal/MLX ports of representative CUDA attention, quantized-matmul, and MoE
mechanisms, evaluated at both kernel and end-to-end levels. (3) A cross-platform analysis explaining
when gains persist, disappear, or reverse because of hardware, runtime, and workload differences.

2 Methods and Results

2.1 KV Cache

KV caching reduces autoregressive decoding cost by retaining the keys and values computed for
preceding tokens. This avoids repeated computation but introduces memory-footprint and bandwidth
costs that increase with context length [13]]. We measure cache growth, persistent prefix reuse, and
post-prefill cache pruning. Appendix [A]provides the experimental details and complete results.

The persistent cache footprint is determined by attention architecture and cache policy rather than
parameter count alone. At 32,768 tokens, the released bfloat16 configurations imply 4.50 GiB
for Qwen3-4B but 0.74 GiB for Gemma-3-4B, whose local-attention caches are limited to 1,024
tokens. Granite-4.0-H-Micro and LFM2.5-2.6B require 0.29 and 0.50 GiB, respectively, because
token-indexed state is retained in only four and eight attention blocks [[14 155 [16; [17]. Persistent
reuse of an unchanged conversational prefix eliminates redundant prefill across requests [18]]; in a
nine-turn MLX-LM conversation, it reduces final-turn wall time by 57%.

Figure [T]compares three representative methods from the broader KVPress evaluation [19]. SnapKV
represents methods based on post-prefill token selection and cache compaction [20; 215 22} 23]];
ExpectedAttention exhibits the strongest hardware dependence, whereas FastKVzip is dominated by
pruning overhead [24; 25]]. At 128-256 generated tokens, SnapKV and ExpectedAttention achieve
1.26-1.75x speedup on Apple Silicon, versus 0.45-1.01x on the RTX 4090, while FastKVzip
remains below baseline on all devices (0.49-0.74 x). At 1-16 tokens, the M2 Pro attains the largest
speedups, suggesting a larger relative contribution of the eliminated attention work; this advantage
diminishes as generation length increases. Overall, pruning benefits are determined by device-specific
compute—memory balance and pruning overhead rather than chip generation alone.
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Figure 1: Device-normalized KV-pruning speedup for Qwen3-4B-Instruct-2507 in bfloat16 with a
4,096-token context. Values in parentheses denote compression ratios.

Hybrid architectures limit the benefit of KV-cache pruning. LFM2.5-2.6B reaches only 1.25x,
compared with 1.75x for Qwen3-4B-Instruct-2507 [[17;14]. LFM2.5-2.6B has eight attention blocks
and 22 short-convolution blocks, so attention-only pruning reduces only part of its persistent state.
On M4 Pro, process-level peak memory falls by 21.1% at a 4,096-token context and 256-token output
but rises by up to 48.5% at a 512-token context, where transient allocations dominate the smaller
cache. Therefore, prunable-state fraction constrains attainable speedup, while KV-state reduction
alone does not predict process-level peak memory.



Conclusions. To this end, persistent prefix reuse yields the most consistent latency reduction
by eliminating redundant prefill computation without token-selection overhead. In contrast, the
benefit of KV pruning is workload- and hardware-dependent, governed by generation length, device
characteristics, and the relative contribution of attention KV state to inference cost. Consequently,
neither compression ratio nor processor generation alone is predictive of end-to-end (E2E) speedup.

2.2 Speculative Decoding

Speculative decoding reduces the number of sequential invocations of the target model by draft-
ing several candidate tokens and verifying them in parallel. We evaluate four families: auxiliary
autoregressive drafting (Classic) [S)]; model-free and vertically cascaded drafting (N-gram and
Cascade-n-gram) [26]; target-conditioned learned drafting (EAGLE-3) [27]); and parallel block or tree
drafting (DFlash and DDTree) [285 129]. Prior studies report 2—6x speedups, primarily on different
workloads and NVIDIA GPUs; representative results are reviewed in Appendix [B.T]

Figure 2] reports matched experiments on the M2 Pro and M3 Ultra. We use a 4-bit Qwen3-4B target
as the primary local-inference setting and BF16 as a comparison representative of the 16-bit regimes
prevalent in the prior work. All runs use the same 100 chat prompts and identical configurations,
with each MLX method adaptation normalized to its own baseline. Methods achieved 17.1%-80.5%
acceptance rate. For DFlash/DDTree we exclude the root token from the acceptance calculations.

(@) 4-bit BF16 (b) 4-bit BF16 (©)
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Classic “ 215 +11 -13.8 240 220 -44 -19.9 4 241251
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Figure 2: Decode and end-to-end throughput relative to autoregressive decoding on (a) M2 Pro and
(b) M3 Ultra for 4-bit and BF16 Qwen3-4B. (c) Draft tokens (DT) and acceptance length (AL).

No configuration improved E2E throughput. With the 4-bit target, every method reduced decode
throughput, with larger losses on the M2 Pro (25.2%-69.8%) than on the M3 Ultra (8.9%—61.7%).
BF16 also produced no E2E gain: only Classic marginally improved decode throughput on M2 Pro,
while remaining slower E2E. Precision had the largest effect on DFlash and DDTree, reducing
their decode penalties from 60.8%—69.8% with 4-bit weights to 1.8%-23.5% with BF16. This
improvement was primarily relative rather than absolute. On M2 Pro, moving to BF16 reduced
baseline decode throughput from approximately 56.7 to 21.0 tokens/s, while DFlash and DDTree
remained near 19-21 tokens/s. On M3 Ultra, the optimized BF16 baseline scaled faster than the
complete draft-and-verify pipelines, producing larger relative deficits. Together with the opposite
trend for EAGLE-3, these results show that quantization and specific methods change the relative
costs of autoregressive decoding, drafting, verification, and method-specific overhead.

Conclusions. The gap from published speedups is consistent with three factors: lower speculation
acceptance on chat workloads, inexpensive autoregressive decoding for small models, and the
substantial cost of draft—verify operations on Apple GPUs on MLX, which do not scale proportionally
with GPU throughput. Appendix [B]provides further detailed cost analysis, implementation details,
and observations, and configuration-specific positive cases.

2.3 Metal Kernels

We port mechanisms from Marlin [8]], FlashInfer [7]] and grouped MoE GEMM [9] to Meta/MLX
and evaluate them in single-request decode. The transfer taxonomy and matched RTX 4090 controls
are reported in App. [C.IJand App.[C.8} a one-model megakernel case study appears in App.

Marlin: weight-only 4-bit GEMM. W4A 16 stores weights as 4-bit codes and activations in fp16
[LO]. Before multiplication, each code must be reconstructed as a floating-point value. Materialising
these values in memory would erase the bandwidth saving (Listing [C.1); Marlin instead reconstructs
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Figure 3: Decode-throughput speed-up across context lengths. FlashInfer reaches 1.20x on M4 Pro
but 0.97x on M2 (a,b), whereas MoE gather provides consistent gains across all four Apple GPUs
(c). Exact values are reported in Tables [0]and 8]

each weight in registers, consumes it immediately, and never writes the expanded representation
to memory [8]]. Register-only reconstruction and group factoring transfer to Metal, but unpacking
requires different arithmetic. The matrix unit is N/A at M = 1, and public MSL makes asyn-
chronous prefetch a HW-GAP (Table [3). Mechanism and implementation details are in App.

and App.[C.33] At M = 1 the kernel measures 0.95x-1.00x against MLX qmv and 0.993x end to
end. MLX already reaches 440 GB s~!, about 80 % of DRAM peak, leaving little room for cheaper
unpacking. At M = 2-8, weight reuse yields 1.09x-1.20x on Qwen3 layer shapes [30], making
this path relevant to batching and speculative verification (App.[C.3.5} matched RTX results are in

App.[CB4).

FlashInfer. FlashInfer combines online softmax [31} 6] with split-K'V, which partitions the cache
and merges partials to restore batch-1 parallelism [32]]. Details are in App.[C:4.T] Online softmax,
split-K'V and zero-copy cache views transfer, whereas asynchronous prefetch is unavailable and
serving-oriented planning does not apply at batch one (Table ). Implementation details are in
App.[C:42] The gain reaches 1.20x on M4 Pro but falls to 0.97x on M2 (Fig.[3p,b). Split-KV trades
an extra dispatch and partials round trip for parallelism, so we calibrate its threshold per architecture.
RTX 4090/FlashInfer and Metal/MLX trend oppositely with context, but different baselines prevent

hardware-only attribution (App. [C.8.3). Further machine and routing results are in App.

MOoE Gather kernel. After an MoE router selects the top-k experts, the gather applies a different
weight matrix to each selected slot; NVIDIA grouped-GEMM and block-sparse kernels instead
organize many tokens per expert [33;19; 4], a regime absent from batch-1 decode. Sorting, grouped
scheduling, block sparsity and block fusion are N/A at batch 1; asynchronous prefetch is a HW-GAP
(Table[5). The implementation, therefore, reduces to the same quantized inner loop with one expert-
weight indirection (App. [C.5.2). Against mx.gather_qmm, the kernel reaches 1.05x on gate/up
and 1.23x on down; patching 66 SwitchLinear layers yields 1.03x—1.12x end to end across
machines (Fig.[Bc). The gain comes from removing machinery batch-1 decode does not need, not
from recreating grouped GEMM. Because expert-weight traffic does not grow with KV length, its
contribution stays roughly flat with context and composes with the attention optimization. Detailed

composition and fusion experiments are in App.[C.5.3] App.[C.5.4and App.[C.7]

Conclusions. Marlin’s weight reuse helps at A/ > 1, making it useful for batching and speculative
verification, but not for bandwidth-bound M = 1. FlashInfer’s split-KV is more relevant on newer
Apple GPUs that can repay its extra dispatch and partials traffic. MoE gather is positive on every
tested machine and context because it removes machinery unused at batch 1. Together, these results
show that CUDA outcomes transfer only when the same bottleneck and workload conditions hold
and Metal provides the required hardware support.

2.4 Quantization

Post-training quantization reduces the model’s memory footprint by lowering weight precision
after training, trading a small loss in quality for faster inference and lower hardware requirements.
We evaluate post-training quantization for LFM2.5-8B-A1B [34; 35} 136] across three independent
toolchains: GGUF/llama.cpp, MLX, and a custom 11m-compressor [37] pipeline. The latter covers
RTN, QuaRot [38]+RTN, and QuaRot+GPTQ [10]], all served on MLX kernels. For each toolchain,
we measure latency, throughput, and memory footprint. Figured] summarizes the memory-throughput



trade-off on M2 Pro; full per-chip results, a GGUF-only RTX 4090 comparison, and downstream
quality (MMLU [39; 40|, IFBench [41]) are in Appendix @])

Decode throughput rises with bit-width on both chips, but the extent depends on how memory-bound
the chip already is. On M2 Pro, GGUF decode improves from 79.0 tok/s at 8-bit to 129.3 tok/s at
Q4_0 (+63.7%), and MLX’s 4-bit variants reach 113.7-119.9 tok/s. M2 Pro cannot hold the BF16
checkpoint at all, so here, quantization is a precondition for running the model, not an optimization.
On M3 Ultra, the same step yields +65.9% for GGUF Q4_0 and +74.9% for MLX-W4-Affine over
BF16, but the gain over 8-bit is much smaller than on M2 Pro, since M3 Ultra’s higher unified-memory
bandwidth leaves less headroom to close by quantizing. With prefill, the pattern reverses. GGUF’s
Q6_K and Q5_K_M are slower than Q8_0 on both Apple chips, recovering only at Q4_0 (1,180
tok/s), an artifact absent on the RTX 4090 and specific to how Apple’s Metal backend handles these
k-quant formats (Figure d). In absolute terms, the 4090 leads on both metrics at every quantization
level, and quantization widens rather than closes the decode gap to M3 Ultra (1.8x at Q8_0 to 2.0x

at Q4_0; Appendix [D.2).
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Figure 4: M2 Pro: peak memory footprint versus throughput for LFM2.5-8B-A1B. The left plot
corresponds to prefill throughput, and the right to decode. Measured on long contexts (1,024-token
prompt / 512-token generation). Full data is in Table@

In our weight-only setting, QuaRot’s rotations are pure overhead. Because RTN and GPTQ differ
only during calibration, rotation is the primary runtime variable, reducing decode throughput by
2.6-3.4% across both chips (Appendix Tables [I5HI8). This is expected: Hadamard transforms yield
speedups only when paired with low-precision activation kernels, which this setting doesn’t use.
RTN/QuaRot’s peak memory (6.64 GB) also exceeds MLX’s affine/DWQ variants (6.20 GB), despite
comparable model weights, suggesting additional overhead in our implementation.

Conclusions. As with the kernel results in §2.3] a reported quantization benefit does not automatically
carry over across platforms, and the magnitude of the gain depends less on bit-width than on whether
a chip converts saved bandwidth into throughput. QuaRot’s rotations are pure overhead on Apple
Silicon without low-precision activation kernels. The best remaining choice is chip-dependent.
GGUF-Q4_0 dominates on M2 Pro, while M3 Ultra splits by workload between GGUF-Q4_0 for
prefill and MLX’s affine/DWQ variants for decode.

3 Discussion and Conclusion

Conclusions. Across four optimization families, effectiveness on Apple Silicon is highly workload-
and hardware-dependent. KV-cache pruning is beneficial only when the reduced attention cost
amortizes the overhead, with gains that increase with context length and vary substantially across
architectures and devices. Speculative decoding provides little benefit at the evaluated model scale
because target decoding is already inexpensive, and prefill constitutes a substantial fraction of end-to-
end latency. Metal kernel ports exhibit workload-dependent behavior similarly. Marlin benefits from
multi-token execution, FlashInfer becomes advantageous only when split-KV overhead is amortized
on newer Apple GPUs, and the MoE gather consistently improves batch-1 execution by removing
unnecessary scheduling overhead. Quantization is likewise governed more by phase-specific memory
bottlenecks than by nominal bit width, with GGUF favoring prefill and MLX favoring decode.



Overall, optimization speedup is a joint property of mechanism, runtime, hardware, and workload.
Consequently, CUDA-derived optimizations should be evaluated according to whether the bottleneck
they target remains dominant under Apple Silicon’s batch-1 unified-memory execution regime.

Limitations. Our KV-pruning lacks task-quality evaluation, and the megakernel study covers a single
model on a single chip. Extending this analysis to multi-request serving, where batching gives several
currently idle mechanisms something to act on, is left to future work.
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A Detailed KV Cache Results

A.1 Experimental setup and reporting conventions

Cache footprints are derived from the released configurations of ml1x-community/Qwen3-4B-4bit,
mlx-community/gemma-3-4b-it-4bit, mlx-community/granite-4.0-h-micro-4bit, and
LiquidAI/LFM2.5-2.6B, together with the MLX-LM cache layout [42]. All cached tensors
are assumed to use bfloatl6. Pruning experiments use Qwen/Qwen3-4B-Instruct-2507 and
LiquidAI/LFM2.5-2.6B in bfloatl6 through Transformers and KVPress [43;[19]. Qwen is evalu-
ated on M2 Pro, M3 Ultra, M4 Pro, and NVIDIA RTX 4090; LFM2.5-2.6B is evaluated on the three
Apple devices. The reported workloads comprise context lengths of 512 and 4,096 tokens and output
lengths of 1, 16, 128, and 256 tokens, all at batch size one.

Each timing is reported as the median of three measured runs after one warm-up run. We define
speedup S = Tynpruned/Tpruned, SO values above one indicate lower end-to-end latency. Peak
memory is reported only for M4 Pro, whose latency response is broadly representative of the Apple
measurements while avoiding three nearly redundant memory matrices. MPS driver-allocated memory
was sampled every 5 ms during one run per configuration. A positive memory saving denotes a lower
process-level peak than the corresponding unpruned workload.

We additionally note that FastKVzip at 0.75 compression ratio is retained for Qwen because it
provides a distinct learned-gating counterexample. However, it cannot be evaluated for LFM2.5-2.6B
because the implementation requires pretrained model-specific gates and no compatible LFM2.5
gates are available [25]. LFM2.5-8B-A1B was not evaluated, since KVPress does not support the
required Lfm2MoeForCausalLM architecture; its bfloat16 weights also exceed the available memory
on M2 Pro, preventing a matched three-device experiment [34].

A.2 Cache footprint and persistent prefix reuse

For batch size one, the persistent cache state can be formally written as follows:

Mcache (n) =2b Z h?vdé min(”a U)g) + Mﬁxed7 (1)
le A

where n is the context length, b is the cache scalar width in bytes, A is the set of attention layers, and
h?v and d, are the number and dimensionality of the KV heads in layer ¢. The retention window
wy is finite for sliding-window attention. The factor of two accounts for the separate key and value
tensors. Mgyoq comprises cache state whose size is independent of the retained sequence length,
including recurrent convolutional or state-space caches in the hybrid models.

Figure [Sh applies Equation [I] to the attention-only architectures. Qwen3-4B contains 36 global-
attention blocks with eight 128-dimensional KV heads, giving 144 MiB at 1,024 tokens and 4,608 MiB
at 32,768 tokens [14]. Gemma-3-4B contains 34 attention blocks with four 256-dimensional KV
heads, but only five use global attention; the other 29 retain at most 1,024 tokens in the evaluated
MLX checkpoint. Its footprint therefore grows from 136 to 756 MiB over the same range rather than
scaling with all 34 layers [[L5;42].

Conversely, hybrid models, shown in Figure E]), exhibit different behavior. Granite-4.0-H-Micro
combines four global-attention blocks with 36 Mamba?2 blocks, whereas LFM2.5-2.6B combines
eight global-attention blocks with 22 short-convolution blocks [[16;17]. Under the bfloat16 MLX-LM
layout, their token-indexed state grows by 8 and 16 KiB per token, respectively; the fixed recurrent and
convolutional states contribute 36.9 and 0.17 MiB. Their footprints at 32,768 tokens are consequently
292.9 and 512.2 MiB. Architecture and retention policy, rather than parameter count, determine both
cache growth and the amount of state accessible to pruning.

An ephemeral cache avoids recomputation only within one response, whereas persistent caching
retains the longest unchanged prefix for subsequent requests within multi-turn conversation [42; [18]].
In our experiments, persistent caching reduces wall time by 33%, 42%, and 57% at turns 3, 5, and 9,
respectively (Figure [5k). Note that these reductions arise from avoiding repeated prefill and do not
represent an increase in steady-state decoding throughput.
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Figure 5: KV-cache scaling and persistent prefix reuse. Panels (a) and (b) report cache footprint vs
context length for attention-only and hybrid models, respectively. Panel (c) reports wall time across
conversational turns when the longest unchanged prefix is discarded/persisted across requests.
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Figure 6: Device-normalized end-to-end speedup for Qwen3-4B-Instruct-2507 in bfloat16. Columns
vary context and output length; cells are normalized to the unpruned baseline for the same device and
workload. Values above one indicate a latency reduction.

A.3 Dense-model pruning across devices

Figure [f]reports the complete matched Qwen grid. At a context length of 4,096 and output length

of 256, ExpectedAttention attains 1.75x, 1.61x, and 1.72x on M2 Pro, M3 Ultra, and M4 Pro,
respectively, but 0.98 x on the RTX 4090. SnapKV, KNorm, StreamingL.LM, and TOVA yield 1.36—

1.50x across the Apple devices in this workload and 0.99-1.02x on the RTX 4090. The separation is
smaller at a 512-token context, where the maximum Apple speedup is 1.24 x. FastKVzip remains
below baseline throughout the retained grid, ranging from 0.28x to 0.96x. Method ranking is
therefore hardware dependent: ExpectedAttention is the strongest method for long Apple workloads
but incurs substantial overhead on the RTX 4090 at the same context and output lengths.
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Figure 7: Device-normalized end-to-end speedup for LFM2.5-2.6B in bfloat16. The matched grid
contains the five pruning methods available for this model on all three Apple devices.

A.4 Hybrid-model pruning across Apple Silicon

LFM2.5-2.6B interleaves eight grouped-query-attention blocks with 22 short-convolution blocks [17].
At a 512-token context, every method remains between 0.92x and 1.03x across the three devices
(Figure[7). At a 4,096-token context and 256-token output, the corresponding ranges are 1.17-1.25x
on M2 Pro, 1.09-1.13x on M3 Ultra, and 1.11-1.18x on M4 Pro. ExpectedAttention gives the
maximum in each case. The increase with output length is qualitatively consistent with Qwen, but
the magnitude is smaller because only the attention blocks contribute KV state that can be pruned.

A.5 Process-level peak memory
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Figure 8: Process-level peak-memory saving on M4 Pro. Positive values denote a lower peak than the
unpruned workload; negative values denote an increase. FastKVzip is unavailable for LFM2.5-2.6B.

At a 4,096-token context, Qwen peak-memory savings range from 20.4% to 25.6% across the reported
workloads and methods (Figure [§). LFM2.5-2.6B shows no material reduction for outputs of 1 or 16
tokens, followed by reductions of 8.2—8.3% at 128 tokens and 21.1% at 256 tokens. The direction
reverses at a 512-token context: pruning increases the measured peak by as much as 155.5% for Qwen
and 48.5% for LFM2.5-2.6B. When the persistent cache is small, transient scoring and compaction
allocations dominate the process-level maximum. Retained-cache size, allocator peak, and end-to-end
latency consequently measure distinct effects of pruning.
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B Additional Speculative-Decoding Results

This appendix provides the measurements and cost analysis underlying Figure 2] The principal
comparison uses Qwen3-4B targets at 4-bit and BF16 precision, the same 100-prompt workload and
decoding settings, and identical method-specific configurations on the M2 Pro and M3 Ultra.

B.1 Reported speedups in prior work

Published results provide useful reference points, although their models, workloads, hardware, and
inference stacks differ from ours. Classic speculative decoding reports a 2-3x acceleration for
T5-XXL relative to standard T5X inference [5]. Under greedy decoding, EAGLE-3 reports 5.58 x
and 4.40x speedups on MT-Bench with Vicuna-13B and LLaMA-3.1-8B-Instruct, respectively;
standard speculative sampling reaches 1.93x with Vicuna-13B, and EAGLE-3 reaches 6.47x on
HumanEval [27]. For decoder-only Cascade Speculative Drafting, Vicuna-7B throughput on GSM8K
increases from 33.34 to 56.72 tokens/s (1.70x); this is the complete cascade with Max-Gram as the
model-free drafter, rather than standalone N-gram lookup [26].

At our target scale, DFlash reports 2.85x on MT-Bench and 6.09x on MATH-500 with Qwen3-
4B [28]). In the separate DDTree evaluation on Qwen3-4B, DFlash reaches 2.64 x on MT-Bench, while
DDTree increases this to 4.18 x; the corresponding MATH-500 results are 5.54x and 7.50x [29]].
The recent learned and block-drafting evaluations use server-class NVIDIA GPUs and predominantly
16-bit targets. These figures therefore establish the scale of reported acceleration, not directly
comparable baselines for our MLX experiments. They also show the workload effect: for DFlash and
DDTree, the chat benchmark has markedly lower acceptance lengths and speedups than mathematical
or code generation.

B.2 Additional results for Qwen3-8B-4bit

Our primary experiments use Qwen3-4B-4bit as a representative local-inference target. To test
whether increasing the cost of the target step makes speculative decoding more favorable, we
additionally evaluate Qwen3-8B-4bit under the same M2 Pro and M3 Ultra setup. Table[T|reports the
corresponding throughput changes relative to each method’s autoregressive baseline. Compared with
the 4B results, the larger target generally improves relative E2E performance, although the effect on
decode throughput is method-dependent. No configuration achieves an end-to-end speedup; N-gram
again comes closest to break-even, reaching —1.4% on the M3 Ultra.

Table 1: End-to-end (E2E), prefill, and decode throughput changes relative to autoregressive decoding
for Qwen3-8B-4bit on the M2 Pro and M3 Ultra. Positive values denote acceleration.

M2 Pro M3 Ultra
Method E2E Prefill Decode E2E Prefill Decode
Classic —14.4% —-9.1% —-38.6% —16.9% —15.1% —22.2%
N-gram —4.6% —04% —-25.6% —-14% —-04% —-4.4%
Cascade-n-gram —12.6% —9.8% —27.2% —10.2% -10.4% —9.6%
EAGLE-3 —14.6% —10.5% —34.3% —12.5% —9.7% —20.4%
DFlash —28.4% —10.0% —69.4% —29.5% —8.7% —59.5%
DDTree —23.8% —10.0% —62.0% —26.6% —8.7% —55.1%

Increasing the target from 4B to 8B therefore shifts the trade-off in the expected direction for most
configurations, but not enough to make speculation beneficial end to end. This suggests that a more
expensive target step alone is insufficient to amortize the remaining drafting, verification, and prefill
costs.

B.3 Implementation and Benchmark Configuration

All methods were evaluated with MLX at batch size 1 and concurrency 1. The primary target was
mlx-community/Qwen3-4B-4bit; matched BF16 runs with Quen/Qwen3-4B were used to test the
effect of target precision. The dataset contains 100 conversational samples, comprising 46 tool-
calling and 54 regular-chat examples. The mean prefill length was 1,776 tokens; baseline completions
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averaged 61.9 tokens with the 4-bit target and 54.2-55.0 tokens with BF16. Generation was greedy
(T" = 0), limited to 512 tokens, with one warmup and three measured repetitions per prompt and
method.

Classic. Classic speculative decoding used mlx-community/Qwen3-0.6B-4bit as the auxiliary
autoregressive drafter for both target precisions. In our testing, we established a draft width of
four tokens to be optimal, as it balances target-call amortization against the declining probability of
accepting longer draft sequences.

N-gram and Cascade-n-gram. N-gram drafting used the precomputed table and selected the longest
matching stored suffix of up to eight tokens. A minimum match length of three prevents low-order,
weakly predictive continuations. Two tokens were drafted per step. Cascade-n-gram used the same
table to speculate for the 0.6B model, whose corrected predictions then served as drafts for the 4B
target; the same two-token width was retained for a matched comparison.

EAGLE-3. EAGLE-3 used the community AngelS1im/Qwen3-4B_eagle3 head, converted to
MLX and quantized to 4 bits, including in the BF16-target experiments. Hidden states were taken
from target layers 2, 18, and 33. We drafted one token per step because this was the fastest tested
setting.

DFlash and DDTree. Both methods used the BF16 block drafter z-1ab/Qwen3-4B-DFlash-b16.
DFlash proposed a linear block of 16 tokens, the checkpoint’s maximum block size. DDTree
distributed these proposals over a tree with a budget of 24 non-root nodes; this was the best fixed-
budget setting in the implementation’s local sweep. Both used the greedy verifier.

For the supplementary 8B experiment, the target was replaced by Qwen/Qwen3-8B-MLX-4bit,
the EAGLE head by AngelSlim/Qwen3-8B_eagle3, and the block drafter by
z-lab/Qwen3-8B-DFlash-b16; all other method parameters were unchanged. Each imple-
mentation was compared with its own autoregressive baseline, and standardized E2E throughput used
the corresponding baseline token workload.

B.4 Acceptance and wall-clock performance

In the primary 4-bit M3 Ultra setting, N-gram drafting was nearly neutral: its approximately 0.001-ms
lookup cost balanced a mean acceptance rate of only about 0.34. Learned and cascaded methods
incurred greater overhead. EAGLE-3 reduced decode throughput from 261.2 to 217.3 tokens/s
(—16.8%) despite accepting 30.1% of its proposals, while Cascade-n-gram reduced decode through-
put by 15.8% despite increasing mean acceptance to approximately 0.58. With tuned Classic draft
models, the mean acceptance rate reached 0.716 and the mean number of committed tokens per
step reached 2.73, yet decode throughput remained approximately 24% below baseline. DFlash
and DDTree provide stronger examples: DFlash achieved a mean acceptance length of 3.57 tokens
including root target token, but reduced decode throughput from 156.7 to 60.0 tokens/s (—61.7%);
DDTree increased the mean acceptance length to 4.45 with root token, but reached only 61.4 tokens/s
(—60.8%).

The matched 4-bit M2 Pro results reinforce this conclusion. All six methods reduced E2E throughput,
and every decode penalty was larger than on the M3 Ultra. Even negligible-cost N-gram drafting
changed from —8.9% decode throughput on the M3 Ultra to —25.2% on the M2 Pro. A slower
autoregressive baseline therefore does not by itself make speculation beneficial: drafting, wider
verification, cache updates, and synchronization may scale differently from a single target step.

The decode break-even condition can be approximated as

TtAR

Sdec &
o tdraft + ttree + tverify(B) + tcommit

; @

where 7 is the mean number of committed tokens per round; AR, tdrafts tirees tverify> aNd teommit
are the latencies of one autoregressive target step, drafting, tree construction, verification, and
commitment; and B is the verification width. For methods without a tree, ti,ce = 0. A longer
accepted prefix accelerates decoding only when the complete draft—verify cost is smaller than that of
the autoregressive steps it replaces.
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B.5 Factors limiting speedup

Workload predictability. The reviewed DFlash and DDTree results illustrate the role of workload.
With Qwen3-4B, DFlash’s mean acceptance length and speedup decrease from 7.84 and 6.09x on
MATH-500 to 4.35 and 2.85x on MT-Bench; DDTree similarly decreases from 10.71 and 7.50 %
to 6.70 and 4.18x [28;129]. Our open-ended chat workload is consistent with this less predictable
regime, which provides less accepted work with which to amortize each speculative round.

Small and quantized targets. The primary experiments use a 4-bit Qwen3-4B target whose
autoregressive step is already inexpensive. Replacing such steps offers less headroom than replacing
steps of the larger, predominantly 16-bit targets common in server-GPU studies, while draft-side
work does not shrink proportionally. DDTree, for example, pairs the target with a 0.5B BF16 DFlash
drafter [44] and uses 16 speculative positions and a 24-node tree budget. Moving the target from
4-bit to BF16 reduced the DFlash and DDTree decode penalties from 69.8% and 63.7% to 8.3% and
1.8% on the M2 Pro, and from 61.7% and 60.8% to 23.5% and 19.3% on the M3 Ultra. The 8B
sensitivity experiment shows the same directional effect: increasing the 4-bit target size improves
relative E2E throughput for most method—device pairs, but none reaches break-even. This supports a
precision-dependent cost mismatch, but does not establish quantization as the sole cause: no BF16
configuration improved E2E throughput, and EAGLE-3 became slower relative to its baseline on
both devices.

Backend-dependent verification. Wide verification adds tree or block preparation, custom atten-
tion masks, verifier traversal, KV-cache updates, and synchronization around the target-model pass.
These operations were expensive relative to the target step in the evaluated MLX adaptations. The
BF16 comparison also argues against a simple target-throughput explanation: DFlash and DDTree
were closer to decode break-even on the slower M2 Pro than on the M3 Ultra. Conversely, our
matched A100 DDTree reproduction used PyTorch SDPA rather than FlashAttention because of
the ancestor-only mask, yet achieved a 3.20x decode speedup. Without kernel-level profiling or
matched backend ablations, the gap should therefore be attributed to the relative cost of the complete
draft—verify paths in these implementations, rather than specifically to Metal-kernel maturity.

Non-accelerated prefill. Prefill forms a substantial fraction of E2E latency in the long-prompt
workload, whereas speculative decoding primarily targets decode and can additionally penalize
prefill through draft-model prefill, target-feature extraction, or cache initialization. On the M3 Ultra,
prefill throughput decreased by 23.3% for Classic and 17.1% for Cascade-n-gram, but by only 1.0%
for lookup-based N-gram drafting. If prefill accounts for a fraction fi,,. of baseline latency, even
cost-free decoding is bounded by Seze < 1/ fpre. In a separate M3 Pro DDTree experiment, baseline
prefill and decode took 2.60 and 3.39 seconds per request, respectively, placing this idealized ceiling
near 2.3%; speculative prefill increased to 2.77 seconds, reducing the ceiling further. A matched
A100 experiment using the same dataset and target family reported a mean time to first token of
0.109 seconds, compared with 2.66 seconds on the M3 Pro. This is consistent with prefill being
a stronger limitation in the tested Apple configuration, although the different MLX and PyTorch
implementations preclude attributing the difference solely to hardware.

B.6 Configuration-specific positive cases

The aggregate negative result admits narrow hardware-model-workload regimes with marginal or
substantial gains. Table[2]lists processor-identified non-M3-Ultra cases with a non-negative change
in at least one throughput metric. These rows use separate implementations and are not direct cross-
method comparisons. The BF16 Classic result on the M2 Pro improved decode only and therefore
does not contradict the absence of an E2E gain in the principal comparison.

The N-gram comparison illustrates a device-dependent break-even point: with the same two-token
lookup configuration and Qwen3-4B-4bit target, decode throughput changed by approximately
—8.9% on the M3 Ultra, whose baseline reached 158 tokens/s, but by +13% on the M3 Max, whose
baseline reached 92 tokens/s. The M2 Pro result (—25.2% decode) shows that this relationship is not
determined by baseline throughput alone.

DDTree on the M3 Pro was the only substantial E2E success, improving decode and E2E throughput
by 40.4% and 17.8%, respectively. A leading hypothesis is that its BF16 baseline was heavily
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Table 2: Non-M3-Ultra Apple Silicon cases with a non-negative change in at least one throughput
metric.

Method Device Target E2E Decode
Classic M2 Pro Qwen3-4B-BF16 —13.8% +1.1%
Classic M4 Pro Qwen3-4B-4bit —5.0% +10.0%
N-gram M3 Max Qwen3-4B-4bit +2.0% +13.0%
Cascade-n-gram M3 Max Qwen3-4B-4bit —-11.6% +7.6%
DDTree M3 Pro Qwen3-4B-BF16 +17.8% +40.4%

memory-bandwidth-bound; its decode rate was only 15.89 tokens/s. This interpretation is supported,
but not proven, by the BF16 M2 Pro result in Figure[2} its higher nominal memory bandwidth (200
versus 150 GB/s) coincided with a baseline near 20 tokens/s, and DDTree instead reduced decode
throughput by 1.8%. Other processor tests were unfavorable: DFlash was 15% slower E2E on the
M4 Pro, and EAGLE-3 reduced M4 Pro decode throughput by 16%. The positive cases are therefore
configuration-specific rather than evidence of robust acceleration on Apple Silicon.
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C Appendix Metal

C.1 The transfer taxonomy

A mechanism that fails to port does so for one of four reasons. Conflating them is what makes porting
work feel arbitrary; separating them makes the outcome predictable. Every mechanism in the main
text carries exactly one label:

TRANSFERS The idea and its mechanism both exist on Metal. Port it.

HW-GAP The idea is sound but the hardware or language offers no equivalent instruction. Nothing
you write closes this. Example: cp.async.

RUNTIME The overhead the technique removes has already been removed by the runtime, so the
ceiling is near zero before you start. Example: kernel-launch amortisation under MLX’s
lazy graph.

N/A The technique’s precondition does not hold in our regime. Not a platform limitation at all — the
same code on the same hardware would need it if the regime changed. Example: sorting
tokens by expert when the batch is one token.

The labels differ in who can act on them. HW-GAP holds until the vendor ships an instruction.
RUNTIME is an instruction to measure the runtime before writing a kernel. N/A marks a technique
waiting on a workload — batching, speculative decoding, serving — and so is deferred rather than
refuted.

C.2 Transfer analysis, per mechanism

The taxonomy of App.[C.T|applied to each ported technique, one row per mechanism. The distribution
of verdicts in each table — not the speed-up the port produced — is the result the main text argues
from.

Mechanism CUDA Metal Verdict
Never materialise fp16  registers  registers TRANSFERS
M2 group factoring algebra algebra TRANSFERS
M4 offline repacking load time  prepare_model TRANSFERS
M1 cheap unpack lop3 prescale (Eq. TRANSFERS
Matrix unit mma simdgroup_matrix  N/A¥

M3 async prefetch cp.async — HW-GAP

Table 3: Marlin (§2.3). T The idea transfers; the instruction does not. Metal has no three-input logic
op, so we reach the same end by different arithmetic. * Metal has a matrix unit, but at M = 1 there
is no matrix to multiply — this is a regime limitation, not a platform one, and it reverses at M > 2

(2.

Mechanism CUDA Metal Verdict

M1 online softmax running triple identical TRANSFERS
M2 split-KV 2 kernels + workspace 2 dispatches TRANSFERS
Zero-copy cache view pointer arithmetic strides at eval time ~ TRANSFERS
M3 paged / block-sparse  page table — N/A

M4 load-balanced plan host scheduler lookup table N/A

QK" on matrix unit mma simd_sum N/A

Async prefetch cp.async — HW-GAP

Table 4: FlashInfer (§2.3). Unlike Marlin (Table[3)), most of what does not transfer is N/A rather than
HW-GAP: MLX’s KV cache is a single growing contiguous slice, so there are no pages to index, and
at batch 1 there is nothing to load-balance.
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Mechanism Precondition Atbatch1 Verdict

M1 sort by expert many rows per expert one row N/A

M2 grouped GEMM  groups worth scheduling M. =1 N/A

M3 block-sparse tile-size quantisation no tiles N/A

M4 fuse the block large intermediates one vector  N/AT
Matrix unit M > tile height M=1 N/A
Async prefetch cp.async — HW-GAP

Table 5: The MoE grouped GEMM (§2.3). Every mechanism is N/A at batch 1 — an unusually clean
case. T We tested M4 anyway; see App.

C.3 Marlin details
C.3.1 Mechanisms

M1: cheap unpack. Marlin exploits the £p16 bit layout: an £p16 with the exponent of 1024.0 and
a 4-bit integer ¢ in its low mantissa bits represents 1024 4 ¢g. A mask and or construct this pattern,
and NVIDIA’s 10p3.b32 performs the three-input Boolean operation in one instruction [45]]. Eight
nibbles fall from roughly 32 operations to about eight (Listing[C.2). Shifted nibbles are not shifted
down; their power-of-two factor is folded into arithmetic that already occurs. For nibble j, Metal
leaves the value shifted in place and prescales its activation:

STajg = D (2,1679) (g5 < 45). 3)
J

J

The factors are exact powers of two, preserving the result while removing inner-loop shifts.

M2: group factoring. For one scale and bias per group, the affine transform can be moved outside

the per-weight work:
Z(squrb)xi = quixi + bzll 4)
The scale is then applied once per group and no dequantised weight is formed. Grouping itself is a
checkpoint-format accuracy choice; this identity is what makes that format cheap to consume.

M3: asynchronous prefetch. cp.async and Hopper TMA copy the next tile from global to shared
memory while the current tile is multiplied [46]], overlapping the memory bus and matrix unit.

M4: offline repacking. Weights and metadata are shuffled at load time into inner-loop order,
producing coalesced loads without runtime rearrangement.

C.3.2 Transfer details

The Apple GPU can perform device-to-threadgroup asynchronous copies: private
air.simdgroup_async_copy_1d/2d intrinsics exist and Apple’s MPS uses them. They are un-
documented and inaccessible from public MSL, making this an API gap rather than evidence of
missing silicon.

C.3.3 Implementation details

The Metal path folds 16~ into each activation rather than folding the opposite factor into a scale.
Because activations are loaded once per block of output rows, this amortises the adjustment. The
final inner loop combines group factoring, interleaved scale/bias metadata and activation reuse, with
Yz hoisted outside the row loop (Listing [C.3).

Metal shaders are monomorphic, so the implementation instantiates variants for three dtypes and six
shape buckets: marlin_qmv_{f16,bf16,£32}_p{1,2,4}_r{4,8}. Making NR a template parameter rather
than a runtime bound is worth 10 %, because it allows the compiler to unroll the row loop and allocate
registers accordingly.
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C.3.4 Supporting results

A 6-bit matvec for the tied 1m_head, using a 442 bit-plane layout, measured parity (835 us versus
844 us). MLX sustained 252 GB s~!-264 GB s ™! on that shape at 4, 6 and 8 bits alike, showing that
unpack cost was not the limiting resource.

For M = 2-8, stock MLX’s tiled GEMM reaches roughly 5x the M = 1 time at M = 8 despite
identical weight traffic. Dequantising each block once into registers and reusing it across activation
rows changes t(8)/¢(1) to 4.1-4.5, versus MLX’s 4.9-5.1, and yields 1.09%x~1.20x on all tested
Qwen3-4B and Qwen3-8B transformer-layer shapes.

C.3.5 Speculative-decoding sweep
The verify pass naturally produces M € [2, 8] [5]]. On Qwen3-8B-4bit with a Qwen3-0.6B-4bit draft:

k  verify M  stock (tok/s)  marlin (tok/s) ratio
2 3 78.5 79.9  1.02x
4 5 68.6 729 1.06x
7 8 51.9 59.0 1.14x
8 9 45.1 45.1  1.00x

Table 6: Speculative decoding, 256 tokens, median of 2. Plain decode is 52.4 tok/s. Atk = 7
speculation is break-even with stock kernels (0.99 x against plain decode) and becomes 1.13 x with
ours. At k = 8 the verify is M = 9; our kernel disengages and both paths measure 1.00x.

C.4 FlashInfer details
C.4.1 Mechanisms and constraints

Decode attention has two awkward properties. First, its softmax cannot be materialised cheaply:
stabilising it requires the maximum score, but storing all /N scores would write and reread a vector
per head. Online softmax instead maintains (m, ¢, o) and rebases the accumulated history when m
changes:

’
m—m

m’ = max(m, s), a=e 3)
€<—a€—|—es_m/, 0 aot+e™ . (6)
This gives one pass and memory constant in V.

Second, decode removes the positions dimension from available parallelism. A single request with 32
heads exposes only 32 large serial units. Split-KV partitions the cache into C' chunks, turning these
into 32C' independent units; each returns a local (o, ¢, m.) merged by

m = max me, OZZOCemc_m7 {= Zécemc_m, out = o/¢. @)
C C

The same rescaling identity makes the loop both streamable and composable.

FlashInfer adds two serving-oriented mechanisms. A paged, block-sparse KV cache lets one template
address paged caches [4]], ragged batches and shared prefixes. A host-side plan distributes chunks
from unequal sequence lengths so no CTA idles. Both require multiple concurrent requests and are
N/A in the batch-1 workload studied here.

C.4.2 Metal and runtime implementation

The online-softmax equations transcribe unchanged. Metal uses simd_sum, a cross-lane shuffle
touching no memory, instead of a matrix unit for QK. MLX presents its growing cache as a strided
view; materialising that view per call would dominate attention, so the primitive reads strides at
evaluation time (ensure_row_contiguous=false). This is not a page table, but supplies the required
property here: addressing the cache without copying it.

Runtime integration matters independently of shader quality. A Python wrapper around the identical
shader measured 0.63 x against stock at N = 256, 0.73x at N = 1024, and became favourable only

19



at N = 16384 (1.34x). As a native MLX primitive the same source measures 1.06x, 1.06 x and
1.38x. The kernel was not responsible for the short-context loss; per-call wrapper overhead was.

C.4.3 Architecture-dependent results

The attention kernel in isolation changes sign across Apple GPU families:

Machine ctx 1k ctx 16k  dependent-chain bubble

M2 +04% —-1.7% 7.0%
M2 Pro -05% —5.7% 24.0%
M4 Pro +2.3% +6.4% 32.7%
M3 Ultra +1.4% +2.2% 39.9%

Table 7: Attention kernel alone on LFM2.5-8B-A1B, generation length 512. The serialisation bubble
is the shortfall between dependent and independent chains of 24 matvecs: bandwidth lost while one
dispatch drains and the next ramps.

On M2 and M2 Pro the split-KV loss grows with context, the mirror image of the large-GPU curve.
Prefill is unchanged on M2 (1.00x across models and contexts, TTFT within 0.5 %), locating the
effect in decode. The cause is split-KV itself: a second dispatch and a partials round trip have fixed
cost, while extra parallelism has value only when one query does not already occupy the GPU.

The end-to-end ordering follows model structure. Dense Qwen3-4B moves most; Qwen3-8B moves
less because larger MLP and projection matmuls dilute attention; hybrid LFM2.5-8B-A1B caps at
1.06 x because only 6 of 24 layers use attention. The fraction of token time touched by a kernel
bounds its effect in either direction. Per-model, per-context values are in Table E}

C.4.4 Split-KYV routing calibration

Flashlnfer-style implementations gate split-KV on a context threshold [7]]. The reference port used
N > 1024 on every GPU, forcing a two-pass path where stock MLX remained single-pass and
under-splitting by 2x at 5-7k. This cost 1-3% on M2. Our router (Listing therefore uses
a measured per-architecture table; an unmeasured machine inherits stock behaviour rather than a
heuristic tuned on different hardware.

C.5 MokE gather details
C.5.1 Mechanisms and their preconditions

M1: sort by expert. Permute token rows so that all rows routed to one expert are contiguous; each
expert’s slice then becomes an ordinary dense GEMM. The irregularity is paid once instead of inside
the inner loop.

M2: grouped GEMM. One launch performs £ matmuls with distinct shapes and base pointers. A
problem visitor walks the (M., N, K, A., B.) tuples and distributes tiles across all groups, preventing
an expert with few tokens from leaving a multiprocessor idle.

M3: block-sparse rather than padded. MegaBlocks avoids rounding every expert’s token count
to a tile multiple by expressing the layer as one block-sparse matmul with variable block sizes. This
avoids both wasted padded compute and quality loss from dropping overflow.

M4: fuse the block. Gate, up, the SWiGLU nonlinearity [47], down and weighted reduction are
combined in as few launches as possible, keeping large intermediates on chip.

All four mechanisms assume many rows per expert. At batch 1 there is nothing to sort, no group
larger than one row, no tile quantisation to avoid and no load-balancing problem; Table [5|records the
resulting N/A verdicts.

20



C.5.2 Implementation details

For router indices ¢;, the batch-1 operation is

out[j] = alc~dequant(W[Lj])T7 j=1...k (8)
It differs from the dense matvec only in the weight base address.

Three details distinguish the MoE gather from the dense matvec. m1x-1m’s SwitchGLU uses broad-
cast inputs for gate and up (one activation shared across the token’s k slots) and per-slot inputs
for down (one vector per expert); one flag selects the address calculation. LFM2.5’s expert width
K = 1792 divides no convenient tiling, so a wide main pass covers the largest tiled prefix and a
guarded single-word loop handles the tail. Finally, the offline scale/bias interleaving of §2.3|transfers
unchanged. The resulting two pointer offsets appear in Listing

C.5.3 Composition with attention

Expert-weight traffic is independent of KV-cache length, whereas attention traffic grows with it. The
two kernels therefore affect disjoint operations and their gains compose almost multiplicatively:

ctx  stock (toks™!) attention MoE both  product
1000 167.3 1.012x  1.068x  1.075x  1.081x
5000 158.5 1.024x  1.060x 1.090x  1.085x
10000 149.4 1.042x  1.068x  1.106x  1.102x
12000 145.6 1.0561x 1.068x 1.113x 1.112x
16000 140.0 1.064x  1.052x 1.114x  1.119x

Table 8: Composition on M4 Pro. The final column is the product of the two single-kernel columns.
Disjoint kernels multiply to within measurement noise.

For completeness, the end-to-end ranges underlying Fig. [3|are:

Machine Speed-up range

M2 1.032x-1.045%
M2 Pro 1.086x-1.115x
M4 Pro 1.051x-1.104x
M3 Ultra 1.095x-1.122x

C.54 Follow-up experiments

Down projection plus routing reduction (kept). Combining the down matvec, router-score
multiply and top-k sum removes a genuine intermediate tensor and adds 1.2-3.0% on top of the
gather.

Gate, up and SwiGLU fusion (not enabled). This measured 0.986x—-0.999x on LFM2.5’s coarse
experts. It reads the same bytes as the separate kernels while adding register pressure.

Explicit repeated-expert deduplication (negative). Although two slots selecting the same expert
appear to read its rows twice, explicit staging measured only 0.76x—0.93 x. Apple’s system-level
cache already serviced the repeat, leaving the staged version to pay ownership imbalance and register
pressure for a saving already made.

Grouped GEMM in prefill (open negative). The grouped-GEMM precondition does hold during
prefill. Our bit-exact implementation nevertheless measures 0.47x against stock on M4 Pro. This is
an open implementation result, distinct from the N/A verdict for batch-1 decode.

C.6 Full result tables

The per-cell figures behind the figures in the main text.
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speed-up vs. stock, by context length

Model 1k 5k 10k 16k
M4 Pro

Qwen3-4B (dense) 1.02x 1.08 x 1.15% 1.20x
Qwen3-8B (dense) 1.02x 1.05x% 1.10x 1.15%
LFM2.5-1.2B (hybrid) 1.05x% 1.03x% 1.07x 1.09x%
LFM2.5-8B-A1B (hybrid) 1.05x 1.02x 1.04x 1.06x
M2

Qwen3-4B (dense) 1.021x  0.991x 0.982x 0.970x
Qwen3-8B (dense) 1.015x  0.998x  0.987x  0.980x%
LFM2.5-1.2B (hybrid) 0.997x 0.991x 0.986x 0.978x

LFM2.5-8B-A1B (hybrid) 1.005x  0.994x  0.989x  0.984x

Table 9: End-to-end decode, generation length 256 — the per-cell figures behind Fig. |3} M2 is
reported to three decimals because its whole range is within 3 % of parity; at two decimals LFM2.5-
1.2B at 1k rounds to 1.00x and its 0.3 % loss disappears.

C.7 Exploratory megakernel case study

A megakernel fuses an entire block or forward pass into one persistent launch: the grid remains
resident, phases exchange data through memory, and later loads can be pipelined behind earlier
computation. This can remove launch boundaries and inter-kernel bubbles, and has produced strong
batch-1 results on NVIDIA systems [48} 149].

We treat the following experiment as an exploratory case study, not as one of the paper’s primary
porting results. It covers one LFM2.5-8B-A1B MoE block on one M4 Pro under MLX, and the
implementation was not evaluated broadly enough to support a claim about every model, Apple GPU
or possible megakernel design. Its value is diagnostic: it exposes several conditions that a persistent,
grid-synchronised design would have to overcome on public Metal.

Our hypothesis is that this class of megakernel is poorly matched to the current Metal/MLX contract
for three reasons. MLX already amortises most dispatch and CPU encoding overhead; public Metal
provides no cooperative-launch, grid-barrier or occupancy-query contract; and one persistent grid
forces heterogeneous phases to share geometry and carry their combined resource footprint. The first
two are properties of the exposed runtime/API contract. The size of the geometry penalty is specific
to the model and kernel tested here.

The prototype fused eleven operations — router, fp32 softmax, top-k, gated experts, down projection
and weighted reduction — into one bit-faithful dispatch. With the barrier disabled to isolate compute,
it measured 174 ps against 96 ps for the stock chain, a 1.8 x slowdown. This observation does not
establish that megakernels cannot work on Metal; it motivates the precondition tests and interpretation
below.

C.7.1 P1: what a dispatch boundary actually costs

GPU-side dispatch boundary 3.04 ps
CPU graph build and encode per token  0.54 ms
...of which visible in wall-clock ~0

The last row is the one that matters: a pipelined token takes 6.04 ms against 6.53 ms for a synchronous
eval, so the 0.54 ms of graph building is already hidden. MLX encodes a token’s whole graph into a
few command buffers with consecutive dispatches sharing an encoder, and m1x-1m overlaps token
t+1’s CPU work with token ¢’s GPU work; on NVIDIA, by contrast, a 3 us to 10 us launch against a
kernel of a few microseconds puts boundaries at up to half of wall-clock. Summed over the MoE
block the boundaries total 15 pus — the entire upside of fusing it.

C.7.2 P2: probing each cooperation guarantee

Each clause CUDA guarantees in writing, probed on an M4 Pro:
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CUDA guarantee  Public Metal Measured

Cooperative launch  none 1024 toy TGs resident; 2048 silently fail
grid.sync() hand-rolled works: 0.38 us at 256-thread TGs
Fenced plain stores  none 96 % stale across TGs

Scoped atomics relaxed only coherent: 0 stale in 41.3 x 10° reads
cp.async none no prefetch across a barrier

Rows two and four are why a barrier can be built at all (Listing [C.9); rows one and three are why it
cannot be trusted. In this probe, ordinary device writes were not reliably visible across threadgroups
and volatile did not fix them, so each tested cross-phase handoff had to round-trip through relaxed
atomics.

C.7.3 P3: the same kernel, one register-footprint apart

Variant  Difference Result
vl lighter phase B barrier converged, 183 us
v2 register-heavier phase B, otherwise identical  non-convergent, silent 30 ms spin timeouts

A toy barrier held 1024 threadgroups; the real megakernel, carrying quantised-matmul register
pressure and threadgroup-memory tiles, could not hold 64. One variable changed between v1 and
v2: the per-thread register footprint, which the compiler chooses and never reports. There is no
occupancy query with which to predict the outcome, no cooperative launch that would fail loudly
instead, and no diagnostic distinguishing v2’s hang from a deadlocked barrier.

C.74 Geometry: fused versus shape-optimal grids

With the barrier disabled, measuring pure compute:

Configuration Time Effective rate
Stock 11-op chain (each op its own grid) 96pus 225GBs ! over 22 MB
One-dispatch megakernel, compute only 174 ps 124GBs™*

Phase B’s row partition wants 64 threadgroups; at 64 threadgroups phase A streams 14.7 MB of gate
and up weights at a third of the rate the same code achieves in its own dispatch. Shape-optimal grids
are therefore worth 78 us on this block, against the 15 ps that removing every boundary recovers: the
two effects differ by 5x and point in opposite directions.

C.7.5 Where the dependency bubble actually goes

The dependency bubble a megakernel targets is real: 24 dependent matvecs run at 77 GBs~! where
the same 24 run independently at 114 GB s~1, a 32.7% serialisation loss on M4 Pro, and token
accounting leaves 2 ms of a 6.04 ms token unexplained by summed operation times. The pool exists;
the question is what reaches it.

Experiment Mechanism End-to-end

Fused add + RMSNorm  fewer bytes (one pass) +1to +1.8%

MoE gather, M > 2 better rate 1.25% at M=8

Conv mixer, 6 ops to 1 2.2 X rate, 1 dispatch 1.01x-1.07x, short ctx only
4-bit KV cache fewer KV bytes 1.17x-1.37x below 2k
Explicit expert dedup remove repeated reads  negative

6-bit 1m_head cheaper unpack parity (rate-capped shape)

Whole MoE block fused remove all dispatches  negative

Table 10: Seven attempts on the same bubble. Every positive result moved fewer bytes or moved
them faster; attempts aimed only at removing dispatches were neutral or negative.

In this Apple/MLX configuration, dispatch boundaries are nearly free and byte traffic dominates.
Decode runs at roughly 170 GB s effective against per-operation rates of 250 GBs~1-440 GBs~};
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these experiments reached the gap by shortening dependent chains — speculative decoding or batching
— or by shrinking the byte budget, not by replacing dispatches with a persistent grid.

C.7.6 Would an interpreter design escape this?

Mirage-style designs [49] replace fixed phases with an instruction interpreter, which might seem
to sidestep the geometry constraint. For this workload it would retain both observed pressures. An
interpreter contains the code for every instruction type, so its static register allocation reflects their
combined worst case; and without a public cp.async-class mechanism it cannot prefetch the next
instruction’s weights behind the current one’s compute.

C.7.7 Interpretation and limitations

In our view, persistent multi-phase megakernels are unlikely to be a robust optimisation under the
current public Metal/MLX contract when they require grid-wide barriers. The removable boundary
cost was only 15 us in this case, whereas the fixed-grid penalty was 78 us; correctness also depended
on co-residency that Metal does not guarantee or expose through an occupancy query. These
conditions make performance and forward progress sensitive to compiler resource allocation.

This is a scoped interpretation, not an impossibility result. A narrower fused kernel without grid-
wide cooperation, a different model geometry, a future Metal API, or a runtime with larger visible
dispatch costs could change the trade. The transferable recommendation is to measure boundary
cost, cooperation guarantees, occupancy sensitivity and per-phase geometry before committing to a
persistent implementation.

C.8 RTX 4090 comparison

The RTX 4090 controls below measure two platform-level quantities used by the kernel analysis: the
gap between dependent and independent matvec chains, and the cost of a dispatch boundary. The
matched runs use PyTorch 2.13, CUDA 13.2, the same chain length, shape, quantisation group and
interstitial operation as the Apple experiment. They provide comparative evidence for these two
mechanisms, not a direct counterpart for every kernel verdict.

C.8.1 Method and pitfalls

Kernel timings are medians of 50 CUDA-event-timed repetitions after warm-up; the dispatch experi-
ment uses 20 repetitions. Three details changed the numbers by more than the effects being measured,
and are recorded because a reader reproducing this will hit them:

* L2 residency. The 4090 holds 75 MB of L2, which swallows a whole layer’s weights
(49.8 MB at K=2560, N=9728 in £p16) and a 16k KV cache (67 MB) alike. Timing one
buffer repeatedly therefore reports cache bandwidth: our first attempt produced 1277 GBs~!
and 1337 GBs~!, both above the card’s 1008 GBs~! DRAM peak. Every bandwidth
measurement below rotates over enough distinct buffers to exceed L2 by 3x.

* GQA expansion. Materialising the grouped-query KV cache with repeat_interleave
makes the baseline read hy/hy, = 4 times more bytes than the kernel under test, inflating
the ratio fourfold. SDPA is therefore called with enable_gqa=True.

 Implicit batching. 11m. generate (prompts) runs the whole prompt set concurrently; the
speculative sweep uses max_num_seqs=1 so that it measures single-request decode rather
than batch-32 throughput, where speculation loses for unrelated reasons.

The matched contract experiment and the reported PyTorch int4 measurements use group size 64, as
on Apple. PyTorch’s int4 primitive requires BF16 activations, where the Apple path uses FP16. The
withheld vLLM Marlin attempt used group size 128.

C.8.2 The platform contract

The matched result reverses the earlier layer-shape measurement: the RTX 4090 loses 57.4 %, more
than any tested Apple GPU. This quantity includes the interstitial elementwise dispatches in the
dependent path, exactly as in the Apple experiment, so we interpret it as a dependency-chain penalty
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Figure 9: Dependent-chain bandwidth as a share of the independent chain. All runs use 24 square
2048 x 2048 4-bit matvecs with group size 64; the dependent path applies the same interstitial
multiply on both platforms.

Shape Weights dependent  independent penalty of peak

K=N=2048 4-bit, group64 92.2GBs™'! 2164GBs™' 574% 21.5%

Table 11: Matched RTX 4090 chain with BF16 activations. The penalty exceeds the Apple range of
7.0 %-39.9 %, while the independent chain reaches 21.5 % of advertised DRAM bandwidth.

rather than a pure matvec roofline effect. Issuing the independent matvecs on 24 CUDA streams falls
further to 65.3 GBs~! (0.302x against one stream), so naive concurrency does not recover the gap.

C.8.3 What a dispatch boundary costs

MLX, per dispatch - 3.04 us

%
0.88
RTX 4090, CUDA graph % s
0 2 4 6 8 10 12
cost of one dispatch boundary (us)

Figure 10: Per-boundary cost. CUDA graph capture is hatched because it is a different mechanism,
not a peer measurement: it removes boundaries rather than paying for them.

The matched chain of 512 dependent FP16 multiplies over 2048 elements takes 5.07 ms, or 9.91 ps
per launch — 3.26x MLX’s 3.04 us (App. [C.7.T). Captured as a CUDA graph the same chain takes
0.45 ms (0.88 us per op), recovering 91.2 % of the boundary cost.

This reverses the usual framing. NVIDIA has more boundary cost to reclaim than Apple does and
a supported mechanism for reclaiming most of it without a persistent kernel; MLX has already
amortised its own boundaries through command encoding and offers no equivalent capture. A
megakernel on NVIDIA competes with graph capture for the same 91 %; on Apple it competes for
15 ps per block that MLX has largely taken already.

C.8.4 W4A16 by batch size

The consequence for §2.3]is a narrower claim than “Marlin’s premise holds again at M > 2.
NVIDIA’s stock 4-bit kernel already serves M < 8 for almost nothing, so our small-M path closes a
gap specific to MLX’s quantised GEMM rather than recovering an instruction-level mechanism. The
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Figure 11: Output rows delivered for the time one row costs, 8(1)/(8), for a 4-bit linear at MLP
width: eight means a batch of eight is free, one means no weight reuse at all. Apple ranges span the
transformer layer shapes of §2.3} the 4090 range spans the two reported Qwen3-4B and Qwen3-8B
widths. The 4090’s figure is if anything flattered by its own overhead: its int4 kernel sustains only
507 GBs~! at M=1 where £p16 on the same shape reaches 800 GBs™!, so roughly 10 ps of the
24.6 us baseline is fixed cost, which inflates #(1) and shrinks the ratio.

Shape / kernel M=1 M=2 M=4 M=8 t(8)/t(1)
K=2560, N=9728, fp16 74.8 us 7T7.8us  75.9ps  T6.8pus 1.03x
K=2560, N=9728, int4 24.6 s 24.6 ps 24.6 us 27.6 us 1.12x

K=4096, N=12288, fp16 1259pus 131.1pus 131.1ps 131.1ps 1.04x

K=4096, N=12288, int4 42.0ps 42.0ps 43.0ps 44.0 ps 1.05x
Table 12: RTX 4090, PyTorch’s native int4 kernel as the stock 4-bit path. A batch of eight costs 5 %
to 12 % more than a batch of one, against 4.9-5.1 x for MLX’s tiled GEMM and 4.1-4.5x for ours

(3.

speed-up is real and the mechanism is weight reuse; what it demonstrates is a runtime deficiency, not
a vindication of the ported machinery.

C.8.5 Decode attention

Qwen3-4B Qwen3-8B
ctx SDPA  FlashInfer ratio SDPA  Flashlnfer ratio

1k 73.7us 47.6ps  1.55% 73.7 s 48.1ps  1.53x

5k 77.8 us 53.2us  1.46% 80.9 us 53.2us  1.52x

10k 100.4 ps 74.8us  1.34x  104.4ps 76.8us  1.36%

16k 126.0ps  101.4ps  1.24x  124.9ps  102.4ps  1.22x
Table 13: FlashInfer’s own decode kernel against PyTorch SDPA on the RTX 4090, one query per
head, KV caches rotated past L2. The gain falls with context where the Metal-port/MLX ratio rises on
M4 Pro (Fig. [3); different baselines make this a stack-level rather than hardware-only comparison. At
1k both kernels are far below the bandwidth roof — 57 GBs~! and 88 GBs~! against 1008 GBs~!
peak — so fixed costs and limited occupancy dominate rather than DRAM bandwidth.

C.8.6 Speculative decoding
C.8.7 What we did not measure

Two comparisons were attempted and are withheld rather than reported.

Marlin itself. vLLM’s marlin_gemm returned an identical 57.3 ps at every M and at both layer
widths — impossible for a bandwidth-bound kernel reading 12.45 MB and 3.3 MB respectively —
which indicates a layout mismatch between the packing helper and that entry point. Our harness now
checks the kernel’s output against = W,¢ and refuses to report a timing that does not match, so the
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Configuration tok/s vs. autoregressive

autoregressive  150.6 —

k=2 117.2 0.778x
k=4 108.1 0.717x
k=T 105.9 0.703x
k=38 86.0 0.571 %

Table 14: RTX 4090, vLLM, 4-bit Qwen3-8B target with a 4-bit Qwen3-0.6B draft, 32 prompts
of 256 generated tokens at max_num_seqs=1. At k = 7 this path reaches 0.703x, versus 0.99x
with stock speculation on Apple and 1.13x after the small-}/ Metal kernel accelerates verification
(Table[6). The nominally matched configuration therefore changes sign across the tested stacks;
differing runtimes and verifier kernels prevent attributing that change to hardware alone.

NVIDIA side of Table[I2]is the stock int4 path only. The comparison against MLX is stock-to-stock,
which is the appropriate pairing.

The MoE gather. At batch 1 our NVIDIA comparison issues one kernel per (row, expert) pair,
so at M=8 it carries 32 launches ~ 258 us of the 790 pus measured — both the gather and the
grouped-GEMM shape run at 200 GBs™! to 260 GB s~ against 900 GB s~ achievable, i.e. both
are launch-bound and the comparison between them is uninformative. A fused-MoE comparison is
future work; the N/A verdict of §2.3|rests on the Apple-side prefill result instead.

C.9 Kernel listings

The code below is abridged to the mechanism under discussion: declarations, bounds checks and
dtype dispatch are elided, and the paths shown are the ones measured in the main text. File paths in
the first comment line locate the full source.

C.9.1 Marlin: weight-only 4-bit GEMM

The strawman first (§2.3): widening the weights into memory before calling a normal GEMM is
correct and pointless.

// Strawman W4{A16: correct, and it throws away the entire point.
dequantize<<<...>>>(w_q4, scales, biases, w_fpl6); // writes N*K fpl6 to DRAN
gemm(x_fpl6, w_fpl6, out); // reads N*K fp16 from DRAM

Listing C.1: The naive path. The GEMM reads 16 bit per weight, so every byte saved by quantising
is spent again — the accuracy cost of 4-bit is paid for no bandwidth gain.

Marlin’s unpack (M1), which our port reaches by different arithmetic because MSL has no three-input
logic instruction:

// Two nibbles at a time. 0x6400 is the fpl6 bit pattern for 1024.0.
d = lop3(q & 0xOO00FOOOF, 0x64006400, LUT_AND_OR); // -> {1024+q0, 1024+q1}
r = __hsub2(d, {1024.0h, 1024.0h}); // -> {q0, q1}, no cut

Listing C.2: Marlin’s unpack. Eight nibbles go from roughly 32 operations (shift, mask, convert,
scale, per value) to about eight.

The Metal matvec at M = 1, where the prescale of Eq. (3) replaces the shift:

// marlin_metal/csrc/marlin_gmu.metal

for (int i = 0; i < VPT; i += 4) { // activations: loaded ONCE per block
sum += x0 + x1 + x2 + x3; // Xx for the group-factored bias
xt[i] = x0;
xt[i + 1] = x1 * (1.0f / 16.0f); // fold 1677 into =
xt[i + 2] = x2 * (1.0f / 256.0f);

xt[i + 3] x3 * (1.0f / 4096.0f);
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}
for (int r = 0; r < NR; r++) { // NR output rows share that one load

float accum = 0.0f;
for (int i = 0; i < VPT / 4; i++) {

accum += xt[4*i 1 * (wr[i] & 0x000f) // masked in place: still
+ xt[4xi + 1] * (wr[i] & 0x00f0) // shifted, and the prescale
+ xt[4*i + 2] * (wr[i] & 0x0£00) // cancels the shift ezactly
+ xt[4*i + 3] * (wr[i] & 0xf000);
}
const vec<T,2> s_b = sb_v[r * gpr + gl; // M4: one load, interleaved

acc[r] = fma(s_b[0], accum, fma(s_b[1], sum, acc[r]));

Listing C.3: The Metal inner loop. Three of Marlin’s four mechanisms are visible: group factoring in
the final fma, interleaved metadata in the single vec<T,2> load, and activation reuse across NR rows.
Note that Xz is hoisted out of the row loop — the bias term of Eq. (@) costs one add per element
amortised over all NR rows.

And the small-M path (§2.3), which makes the opposite trade for the opposite reason:

// Fully dequantise this block into registers ONCE, folding s and b in, so the
// per-m loop below is pure load+FMA and the dequant amortises over all M rows.
float wf[NR][VPT];
for (int r = 0; r < NR; r++) {
const vec<T,2> s_b = sb_v[r * gpr + g];
const float s = float(s_b[0]), b = float(s_b[1]);
for (int i = 0; i < 4; i++) {
const uintl6_t wv = w_rowl[i];
wf [r] [4*i ] = fma(s, float (wv & 0x000f), b);
wEl[r][4*i + 1] = fma(s * (1.0f/16.0f), float(wv & 0x00f0), b);
wfl[r][4*i + 2] = fma(s * (1.0f/256.0f), float(wv & 0x0f00), b);
wf[r] [4*xi + 3] = fma(s * (1.0£/4096.0f),float(wv & 0xf000), b);
}
}
for (int m = 0; m < NM; m++) { /* pure load + FMA against wf[][] */ }

Listing C.4: Small-M path. Here the weights are widened into registers, because they will be reused
M times — the opposite trade from Listing @, and correct for the same reason.

C.9.2 FlashlInfer: decode attention

FlashInfer’s CUDA decode loop (@, with the three mechanisms that do not reach our regime
visible in the first two lines and the last:

plan = scheduler(seq_lens, num_heads); // host: balance ragged batches
for (tile in my_chunk) { // each CTA owns one (head, chunk)
cp.async(smem[nxt], paged_kv[tile + 1]);
s = gk_mma(q, smem[cur]); // matric unit
m2 = max(m, rowmax(s)); // online maz update
o = o0 * exp(m - m2) + pv_mma(exp(s - m2), v);
1 =1 % exp(m - m2) + rowsum(exp(s - m2));
= m2;
i
write_partial(o, m, 1); // consumed by the merge kernel

Listing C.5: FlashInfer’s decode loop, abridged. Three of its four mechanisms are visible in the first
two lines and the last.

The Metal kernel that replaces it:

// cider_mlz/csrc/cider_sdpa_vector.metal

for (int i = simd_gid; i < N; i += BN) { // simdgroups stride the cache
U score = 0;
for (int j = 0; j < gk_per_thread; j++) score += g_regl[jl * k_ptr[j]l;
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score = simd_sum(score); // no matriz unit: 32-lane reduce

U new_max = max(max_score, score); // online maz update

U factor = fast::exp(max_score - new_max);

U exp_score = fast::exp(score - new_max);

max_score = new_max; // online accumulator update

sum_exp_score = sum_exp_score * factor + exp_score;
for (int j = 0; j < v_per_thread; j++)
o_regl[j]l = o_regl[j]l * factor + exp_score * U(v_ptr[jl);

k_ptr += inner_k_stride; // strides read at eval time:
v_ptr += inner_v_stride; // the cache slice stays zero-copy

Listing C.6: The Metal kernel. The online-softmax update transcribes unchanged. The dot product is
reduced with simd_sum, a cross-lane shuffle that touches no memory, in place of the matrix unit.

The routing decision behind §2.3} split-KV is enabled per architecture by measurement, and an
unmeasured machine inherits stock behaviour.

// cider_mlz/sdpa.py -- the routing decision, resolved once at import

bool use_2pass(int N, int gga) {
if (!use_mlx_routing) return N >= 1024; // the reference heuristic
if (device_class == 's' || device_class == 'd') return N >= 1024;
return gqa > 1 && N >= 4096; // MLX's ouwn gate

}

// Architectures measured to prefer MLX's routing over the reference:
//  applegpu_glfg (M2) -- the flat threshold forced split-KV where stock
//  stays 1-pass, and under-split 2z at 5-7k: -1..-3/.

Listing C.7: Split-KV is enabled by measurement, not by default. An architecture that nobody has
benchmarked inherits stock behaviour rather than a heuristic tuned elsewhere.

C.9.3 MoE gather

The whole MoE-specific part of the gather kernel (§2.3)) is two pointer offsets; everything after them
is the dense matvec chassis above.

// moe_metal/csrc/gather_qmu.metal -- the entire MoE-specific part

const int slot = int(tid.y); // which of the token's top-k slots
const int expert = int(indices[slot]); // ezpert gather, one load
const int m = per_slot 7 slot : slot / topk;

const device T* x_ptr = x + size_t(m) * K;
const device uintl6_t* ws = (const device uint16_t*)

(w + (size_t(expert) * N + row0) * K_w32); // offset the weights
const device vec<T,2>* sb_v = (const device vec<T,2>#*)sb
+ (size_t(expert) * N + rowQ) * gpr; // and the metadata

// from here it is byte-for-byte the dense matvec chassis of Section 3
gather_qmv_body<T, BITS, ROWS>(x_ptr, ws, sb_v, K, gpr, gs_shift, ...);

Listing C.8: Two pointer offsets. The expert identity enters the kernel as arithmetic on a base address
and nothing else — no sort, no permutation, no scatter, and no divergent branch, since slot is uniform
across the threadgroup.

C.9.4 Megakernel

The grid barrier used in the exploratory case study (App. [C.7.2HC.73): correctness rests on a
co-residency assumption Metal never promises.

// The only grid barrier Metal permits: monotonic counter, relazed atomics,
// bounded spin. Correct only if EVERY threadgroup is already resident.
threadgroup_barrier (mem_flags: :mem_threadgroup) ; // 1. sync within my group
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if (thread_index_in_threadgroup == 0) { // 2. one wote per group
atomic_fetch_add_explicit(counter, 1u, memory_order_relaxed);
while (atomic_load_explicit(counter, memory_order_relaxed) < NUM_TGS) {
/* 3. spin -- deadlocks if any threadgroup has not been scheduled */
}
}

threadgroup_barrier (mem_flags: :mem_threadgroup) ; // 4. release my group

Listing C.9: Step 3 is the whole problem. If the grid exceeds what the GPU holds, the resident
threadgroups spin forever waiting for threadgroups that cannot start until a resident one finishes.
There is no API to determine that in advance.
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D Full Quantization Benchmark Results

This section reports the complete latency, throughput, memory, and downstream-quality measure-
ments underlying Section [2:4] for which the main text shows only a single memory-vs-throughput
figure on M2 Pro. We first report per-chip, per-scenario latency and throughput for both M3 Ultra and
M2 Pro (Tables[T5HI8)), then memory footprint for every evaluated method (Table[T9), and finally
downstream quality on MMLU and IFBench (Table 20} §D.4). All results are for LFM2.5-8B-A1B.
Short scenario: 512-token prompt / 256-token generation. Long scenario: 1,024-token prompt /
512-token generation. Latency and throughput values are computed from 10 repeated runs per
configuration (10 for the short scenario, 10 for the long scenario). An em dash (—) indicates a
configuration that was not run because the BF16 checkpoint does not fit in the device’s memory.
Throughout this section, family refers to a group of quantization methods (GGUF, MLX-native,
and RTN/QuaRot), while runtime refers to the engine that executes them — llama.cpp for GGUF
and MLX for both MLX-native and RTN/QuaRot configurations. Bolding in Tables [[5HI9] follows
runtime.

D.1 Latency and throughput

Table 15: M3 Ultra, short scenario (512-token prompt / 256-token generation): latency and throughput
for LFM2.5-8B-A1B, quantized with GGUF, MLX, and 11m-compressor (RTN/QuaRot). Bold
marks the per-column best within each runtime — 1llama.cpp for the GGUF rows, MLX for both the
MLX and RTN/QuaRot rows ({ lower is better for TTFT, 1 higher otherwise). Each runtime has
its own BF16 baseline. Values are the mean =+ standard deviation over 10 repeated runs, with the
deviation shown smaller and in grey.

Method TTFT (ms) | Prefill (tok/s) T Decode (tok/s) T E2E (tok/s) 1
BF16 (baseline, GGUF) 162.1 +05 3,159 + 10 140.8 + 14 129.7 + 12
GGUF-Q8_0 156.1 + 04 3,280 + 8 193.6 +27 173.7 +22
GGUF-Q6_K 163.8 + 06 3,126 + 11 199.2 +29 177.2 +24
GGUF-Q5_K_M 172.4 + 06 2,969 + 11 192.6 + 256 171.0 + 2.1
GGUF-Q4_K_M 156.8 + 03 3,266 + 7 221.2 +32 195.4 +25
GGUF-Q4_0 147.8 + 05 3,465 + 13 232.8 +34 205.8 +27
BF16 (baseline, MLX) 215.5 +32 2,377 + 2 142.0 + 02 127.2 +02
MLX-WS8 196.7 + 456 2,605 + 37 191.9 + 03 167.8 +03
MLX-W4 187.9 +57 2,727 + 49 238.8 +27 203.7 +20
MLX-W4-DWQ 183.9 +33 2,785 + 30 247.0 26 210.3 +20
MLX-W4-Affine 184.0 +39 2,783 + 36 248.0 + 0.6 211.1 04
MLX-MXFP4 186.2 +33 2,751 + 30 248.6 + 2.6 210.8 +20
MLX-NVFP4 186.4 + 4.7 2,748 + 4 243.4 +23 207.3 22
RTN-Asym 173.3 +40 2,957 + 66 249.0 + 10 213.8 +04
QR+RTN-Asym 177.1 +438 2,893 + 78 241.0 + 12 207.2 + 03
QR+GPTQ-Asym 177.6 +6.1 2,885 + 96 240.7 + 1.7 206.9 + 12
QR+GPTQ-Sym 178.3 + 656 2,875 + 105 241.0 + 14 207.0 009
QR+GPTQ-Mixed 179.1 + 67 2,862 + 104 239.9 + 13 206.1 + 1.1

On M3 Ultra, GGUF-Q4_0 is the strongest configuration in the GGUF family across all metrics in
both scenarios, achieving the lowest TTFT and the highest prefill, decode, and E2E throughput; no
other GGUF level leads in any column. The MLX-native family shows a different pattern. In the short
scenario, no single 4-bit variant dominates: MLX-W4-DWQ leads TTFT and prefill, MLX-MXFP4
decode, and MLX-W4-Affine E2E. In the long scenario, MLX-W4-Affine leads all four. This split
suggests the short-scenario ranking among these near-tied variants is sensitive to measurement noise,
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Table 16: M3 Ultra, long scenario (1,024-token prompt / 512-token generation): latency and through-
put for LFM2.5-8B-A1B. Conventions as in Table|[I5]

Method TTFT (ms) | Prefill (tok/s)t Decode (tok/s) T E2E (tok/s) 1
BF16 (baseline, GGUF) 281.7 07 3,636 + o 140.0 + 14 130.2 +13
GGUF-Q8_0 278.3 07 3,680 + 10 192.9 +27 174.9 + 22
GGUF-Q6_K 292.7 +05 3,499 + 6 198.1 +25 178.2 + 2.1
GGUF-Q5_K_ M 308.6 +03 3,318 +4 191.9 +25 172.3 +20
GGUF-Q4_K_M 282.4 +07 3,626 + 8 220.7 +32 197.1 + 256
GGUF-Q4_0 268.0 + 03 3,820 +5 232.2 + 353 207.3 +27
BF16 (baseline, MLX) 344.7 + 338 2,971 +20 141.2 + 02 129.2 + 02
MLX-WS8 318.0 +22 3,220 + 13 1914 + 03 169.7 +23
MLX-W4 303.0 + 3.6 3,380 + 24 240.4 + o5 208.4 +42
MLX-W4-DWQ 300.7 + 4.0 3,406 + 27 246.2 + 15 214.8 + 13
MLX-W4-Affine 299.8 +3.1 3,416 + 21 247.0 +07 216.1 + 05
MLX-MXFP4 305.8 +37 3,349 + 25 245.4 + 1.1 214.3 + 009
MLX-NVFP4 304.0 + 33 3,369 + 25 241.1 + 1.1 211.2 009
RTN-Asym 267.5 +39 3,829 + 55 246.8 + 03 217.7 £35
QR+RTN-Asym 270.6 + 47 3,786 + 64 238.3 + 1.1 208.9 + 8.1
QR+GPTQ-Asym 269.7 + 3.1 3,797 + 43 238.9 + 1.1 212.1 009
QR+GPTQ-Sym 270.1 + 40 3,792 + 55 236.6 + 1.4 209.2 +33
QR+GPTQ-Mixed 269.5 + 3.4 3,800 + 48 236.5 + 1.4 210.7 + 09

while the long-scenario ranking is more stable. GGUF prefill is also non-monotonic in bit-width:
Q6_K and Q5_K_M fall below Q8_0 in both scenarios (long scenario: 3,499 and 3,318 vs. 3,680
tok/s), with the expected gain appearing only at Q4_K_M and Q4_0. Within the RTN/QuaRot family,
plain RTN-Asym is the fastest configuration across all metrics in both scenarios, ahead of all four
rotated variants. Across the MLX runtime as a whole, RTN-Asym takes the per-column best on all
four metrics in the short scenario, and leads TTFT, prefill, and E2E in the long scenario, with decode
going to MLX-W4-Affine by 0.2 tok/s — well within run-to-run variation. Against the llama.cpp
runtime, its TTFT and prefill match GGUF-Q4_0’s in the long scenario to within measurement
noise (267.5 ms vs. 268.0 ms; 3,829 vs. 3,820 tok/s), and its decode exceeds GGUF-Q4_0’s in both
scenarios (249.0 vs. 232.8 tok/s short; 246.8 vs. 232.2 tok/s long).

The same patterns hold on M2 Pro. GGUF-Q4_0 again leads its family on every metric in both
scenarios, and the Q6_K/Q5_K_M prefill dip relative to Q8_0 is present here too (long scenario:
1,001 and 926 tok/s vs. 1,120 tok/s), so it is not chip- or scenario-specific within Apple Silicon; §D.2]
shows it is largely absent on RTX 4090. Leadership within the MLX-native family is again split:
MLX-MXFP4 leads TTFT and prefill in both scenarios, while decode and E2E go to MLX-W4-DWQ
in the long scenario and are shared between MLX-W4-DWQ and MLX-W4-Affine in the short (tied
at 121.5 tok/s decode). Within the RTN/QuaRot family, the M3 Ultra ranking reproduces: RTN-Asym
is fastest on every metric in both scenarios, with the four rotated variants clustered within a few tok/s
behind it, costing roughly 1% of prefill in the long scenario (591-593 vs. 597 tok/s). Across the MLX
runtime, however, RTN-Asym’s advantage is confined to the prefill phase: it takes the best TTFT and
prefill in the long scenario (1,714 ms; 597 tok/s, ahead of every MLX-native variant at 548-576 tok/s)
but trails MLX-W4-DWQ on decode and E2E, and in the short scenario MLX-MXFP4 leads both
prefill metrics. Against the llama.cpp runtime the entire MLX side trails substantially: GGUF-Q4_0
reaches 1,180 tok/s prefill and 129.3 tok/s decode, ahead of every MLX-runtime configuration on
both.
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Table 17: M2 Pro, short scenario (512-token prompt / 256-token generation): latency and throughput
for LFM2.5-8B-A1B. Conventions as in Table[T5] The BF16 checkpoint does not fit in the M2 Pro’s
memory, so no baseline row is shown; bolded values are relative to the quantized methods shown.

Method TTFT (ms) |  Prefill (tok/s) T Decode (tok/s) T EZ2E (tok/s) 1
GGUF-Q8_0 505.7 + 1.2 1,012 +»2 79.1 07 68.6 + 0.6
GGUF-Q6_K 552.5 +2.1 927 +3 94.2 + 1.1 78.5 +038
GGUF-Q5_K_M 597.1 10 857 + 1 89.2 + 10 74.0 +07
GGUF-Q4_K_M 529.3 £ 16 967 +3 111.1 +009 90.6 +0.7
GGUF-Q4_0 459.0 + 17 1,115 +4 130.6 + 12 106.1 + 03
MLX-W8 1,021.1 +57 501 +2 85.2 +03 63.7 +02
MLX-W4 1,002.2 + 5.1 o511 +2 117.7 05 80.7 +02
MLX-W4-DWQ 997.4 + 43 513 +1 121.5 +05 82.6 +02
MLX-W4-Affine 993.1 + 356 516 + 1 121.5 + 06 82.7 +02
MLX-MXFP4 951.9 +o.1 538 +2 117.8 + 06 82.0 +02
MLX-NVFP4 973.9 +45 526 +2 115.4 + 04 80.3 £ 02
RTN-Asym 967.8 +9.2 529 +5 114.9 + 1.1 80.3 £ 06
QR+RTN-Asym 977.8 938 524 +5 1119 + 10 78.6 + 0.4
QR+GPTQ-Asym 974.0 + 5.1 526 +3 112.1 +07 78.8 +03
QR+GPTQ-Sym 974.1 +79 526 + 4 112.1 + 009 78.8 £05
QR+GPTQ-Mixed 977.2 + 100 524 +5 111.7 £ 009 78.5 +04

Table 18: M2 Pro, long scenario (1,024-token prompt / 512-token generation): latency and throughput

for LFM2.5-8B-A1B. Conventions as in Table

Method TTFT (ms) | Prefill (tok/s) T Decode (tok/s) T E2E (tok/s) 1
GGUF-Q8_0 914.6 +2.1 1,120 +3 79.0 L 038 69.3 + o6
GGUF-Q6_K 1,023.4 + 138 1,001 +2 93.4 +10 78.8 +0.7
GGUF-Q5_K_M 1,105.4 + 20 926 +2 88.4 +10 74.3 +038
GGUF-Q4_K_M 989.7 £ 138 1,035 +2 109.9 + 15 90.8 £ 1.0
GGUF-Q4_0 868.1 + 1.1 1,180 +2 129.3 + 12 106.2 + 038
MLX-W8 1,901.3 + 133 539 +2 84.0 +02 63.8 +04
MLX-W4 1,868.1 + 6.1 948 + 1 115.9 <05 79.9 +30
MLX-W4-DWQ 1,863.0 + 36 550 + 1 119.9 + 05 83.5 +03
MLX-W4-Affine 1,862.1 +57 550 + 1 119.8 + 0.6 82.7+15
MLX-MXFP4 1,777.2 £ 64 576 + 1 1159 + o5 82.7 +03
MLX-NVFP4 1,815.7 + 456 564 + 1 113.7 03 81.1 +02
RTN-Asym 1,714 + 46 597 +4 113.4 + 07 82.3 +04
QR+RTN-Asym 1,730.6 + 125 592 +4 1104 +os 79.2 +3.1
QR+GPTQ-Asym  1,733.9 +90 591 +3 110.3 + 03 80.2 + 056
QR+GPTQ-Sym 1,728.6 + 63 592 + 2 110.4 + 07 80.1 + 1.4
QR+GPTQ-Mixed 1,728.2 +63 993 +2 110.3 + 03 80.5 + 04
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D.2 Cross-platform comparison
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Figure 12: RTX 4090: peak memory footprint versus throughput for GGUF quantization of LFM2.5-
8B-A1B, same conventions as Figure El

For additional cross-platform context, we also benchmarked GGUF quantization of LFM2.5-8B-A1B
on an NVIDIA RTX 4090 (Figure [I2). Decode throughput scales cleanly with bit-width, from
213-214 tok/s at BF16 to 469-470 tok/s at Q4_0 (long and short scenarios agree closely here). Prefill
throughput is substantially higher in absolute terms than on either Apple Silicon chip, reaching
13,308-14,086 tok/s at 8-bit and above in the long scenario.
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Figure 13: GGUF prefill and decode throughput versus peak memory across M2 Pro, M3 Ultra, and
RTX 4090. M2 Pro has no BF16 point, as the checkpoint does not fit in its memory. Error bars show
standard deviation over 10 repeated runs.

In absolute terms, the ordering RTX 4090 > M3 Ultra > M2 Pro holds at every quantization level
for both metrics (Figure @) At Q4_0 (long scenario), RTX 4090 decode throughput (469.1 tok/s)
is 2.0x M3 Ultra’s (232.2 tok/s) and 3.6 x M2 Pro’s (129.3 tok/s); the gap is far wider for prefill,
where RTX 4090 at Q8_0 (13,308 tok/s) reaches 3.6 x M3 Ultra and 11.9x M2 Pro.

Normalizing each device to its own Q8_0 throughput (Figure [I4) reveals a pattern that absolute
numbers obscure: the device with the lowest absolute throughput benefits the most, in relative terms,
from further quantization. Decode throughput at Q4_0 improves by +63.7% over Q8_0 on M2 Pro,
versus +38.2% on RTX 4090 and only +20.4% on M3 Ultra. This ordering is consistent with M2
Pro being the most memory-bandwidth-constrained of the three devices, so that reducing bytes read
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Figure 14: Same data as Figure each device’s own Q8_0 throughput normalized to 1.0. Q8_0 is
used as the common reference rather than BF16 because M2 Pro has no BF16 measurement; this
normalization isolates the effect of moving from 8-bit to lower bit-widths on each device, independent
of each device’s absolute throughput.

per weight yields a proportionally larger benefit there than on M3 Ultra, whose substantially higher
unified-memory bandwidth leaves less headroom for quantization to close.

The normalized prefill curves reveal a second, more surprising asymmetry: the non-monotonic dip
at 5-6 bits, present on both Apple Silicon chips (§D), is largely absent on the RTX 4090. M2 Pro’s
prefill falls to —17.3% relative to its own Q8_0 at Q5_K_M, and M3 Ultra falls to —9.8%, while RTX
4090’s prefill at the same quantization level is essentially flat (4-0.9%). This suggests the dip reflects
how Apple’s Metal backend handles these particular k-quant formats rather than an inherent property
of Q5_K_M/Q6_K quantization itself — consistent with the platform-dependence theme developed
for the Metal kernels in §2.3] RTX 4090 also shows its own platform-specific discontinuity: prefill
throughput jumps by 1.75x from BF16 to Q8_0 (7,602 to 13,308 tok/s, long scenario), far larger
than the near-flat BF16-to-Q8_0 transition on M3 Ultra (3,636 to 3,680 tok/s, a 1.01 x change). This
large jump is consistent with Ada Lovelace’s dedicated INTS8 tensor-core paths engaging only once
weights are quantized to 8 bits, a mechanism with no direct analogue on Apple’s GPU architecture.

D.3 Memory footprint

Memory footprint decreases roughly in proportion to bit-width across all methods (GGUF-Q4_0:
—70.7%; MLX-MXFP4: —67.3%). RTN/QuaRot’s peak memory (6.63-6.64 GB) still exceeds
MLX’s affine/DWQ 4-bit variants (6.19-6.20 GB), despite comparable model-weight sizes (4.60—
4.61 GB for RTN/QuaRot vs. 4.63-4.92 GB for MLX).

Within each runtime, the method with the lowest peak memory is also the most aggressively quantized
(GGUF-Q4_0 and MLX-MXFP4). RTN/QuaRot’s peak memory (6,630-6,640 MB) is notably higher
than any MLX 4-bit variant (5,930-6,302 MB), despite comparable or smaller model-memory
footprints (4,600-4,610 MB vs. 4,633-4,916 MB). The gap between model memory and peak
memory is roughly 2,020-2,030 MB for RTN/QuaRot, compared to 1,115-1,487 MB for MLX’s
4-bit variants. This points to larger transient memory overhead in the RTN/QuaRot pipeline, e.g. from
calibration or rotation buffers, beyond the quantized weights themselves. Full results in Table [I9]

D.4 Downstream quality

All MMLU scores carry a 95% confidence interval of +0.8 points, and all IFBench scores a 95%
confidence interval of +5.6 points, reflecting sampling uncertainty from the fixed evaluation-set size
rather than run-to-run measurement variance. These intervals are constant across methods and are
therefore omitted from Table 20l

GGUF-Q6_K is the strongest configuration in either runtime in terms of average quality, improving
over its own BF16 baseline on both MMLU (+0.1%) and IFBench (+9.0%). GGUF-Q8_0 also
improves on average, despite a small MMLU regression. On the MLX side, MLX-W4 achieves
the best average (+3.2%), driven almost entirely by an IFBench gain (+11.0%) that outweighs its
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Table 19: Memory footprint across all evaluated quantization methods for LFM2.5-8B-A1B. Bold
marks the per-column best within each runtime; percentages are relative to that runtime’s BF16

baseline. GGUF’s KV cache is omitted, as it is effectively constant across quantization levels
(12.6 MB at 512 tokens, 22.0 MB at 1,024); see §|Zzl

Method Bits Model memory (MB) |  Peak (MB) |
BF16 (baseline, GGUF) 16 17,463 17,551
GGUF Q8_0 8 9,280 (—46.9%) 9,368 (—46.6%)
GGUF Q6_K 6 7,167 (—59.0% 7,254 (—58.7%)
GGUF Q5_K M 5 6,237 (—643% 6,325 (—64.0%)
GGUFQ4_K M 4 5,362 (—69.3%) 5,450 (—68.9%)
GGUF Q4_0 4 5,051 (—71.1%) 5,139 (—70.7%)
BF16 (baseline, MLX) 16 16,816 18,141
MLX-WS8 8 9,079 (—46.0%) 10,336 (—43.0%)
MLX-W4 4 4,815 (—71.4%) 6,302 (—65.3%)
MLX-W4-DWQ 4 4911 (—708%) 6,192 (—659%)
MLX-Wd4-affine 4 4,916 (—70.8% 6,195 (—65.8%)
MLX-MXFP4 4 4,633 (772.4% 5,930 (—67.3%)
MLX-NVFP4 4 4,821 (—71.3%) 6,103 (—66.4%)
RTN-W4-asym 4 4,600 (—72.6%) 6,630 (—63.5%)
QuaRot+RTN-W4-asym 4 4,610 (—72.6%) 6,630 (—63.5%)
QuaRot+GPTQ-W4-asym 4 4,610 (—72.6%) 6,630 (—63.5%)
QuaRot+GPTQ-W4-sym 4 4,610 (—72.6%) 6,630 (—635%)
QuaRot+GPTQ-W4-mixed 4 4,610 (—72.6%) 6,640 (—63.4%)

MMLU loss (—4.0%). Every RTN/QuaRot variant underperforms both its own runtime implicit
BF16 reference and every GGUF/MLX quantized method shown, on both metrics; RTN-W4-asym
is the least-degraded RTN/QuaRot configuration (—5.0% average) but is not competitive with the
other two families. IFBench carries a substantially wider confidence interval than MMLU (£5.6 vs.
+0.8 points), so the larger IFBench swings, particularly the —18.7% to —23.4% range seen across
RTN/QuaRot variants, should be read with that added uncertainty in mind. That said, the direction
and rough magnitude of RTN/QuaRot’s underperformance is consistent across all five configurations,
which argues against the effect being pure noise.
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Table 20: Downstream quality (MMLU, IFBench) across all evaluated quantization methods for
LFM2.5-8B-A1B (1 higher is better). Bold indicates the best value within each runtime. Percentages
are relative to each family’s own BF16 baseline. Average is the unweighted mean of MMLU and

IFBench.
Method MMLU 7t IFBench 1 Average T
BF16 (baseline, GGUF) 55.9 55.7 55.8 (+0.0%)
GGUF Q8_0 55.7 (—03%) 58.3 (+4.8%) 57.0 (+2.2%)
GGUF Q6_K 56.0 (+0.1%) 60.7 (+9.0%) 58.4 (+4.6%)
GGUF Q5_K_M 59.6 (—0.5%) 55.0 (—1.3%) 595.3 (—0.9%)
GGUF Q4_K_M 54.2 (—3.0%) 55.0 (—1.3%) 54.6 (—2.2%)
GGUF Q4_0 54.0 (—3.4%) 53.3 (—43%) 53.7 (—3.9%)
BF16 (baseline, MLX) 55.68 51.67 53.7 (+0.0%)
MLX-W8 55.71 (+0.1%) 52.67 (+1.9%) 54.2 (+1.0%)
MLX-W4 53.48 (—4.0%)  B7.33 (+11.0%) 55.4 (+3.2%)
MLX-W4-DWQ 54.51 (—2.1%) 52.33 (+1.3%) 53.4 (—0.5%)
MLX-W4-affine 53.20 (—4.5%) 53.33 (+3.2%) 53.3 (—0.8%)
MLX-MXFP4 52.35 (—6.0%) 52.67 (+1.9%) 52.5 (—2.2%)
MLX-NVFP4 52.54 (—5.6%) 55.67 (+7.7%) 54.1 (+0.8%)
RTN-W4-asym 52.96 (—4.9%) 49.00 (—5.2%) 51.0 (—5.0%)

QuaRot+RTN-W4-asym
QuaRot+GPTQ-W4-asym
QuaRot+GPTQ-W4-sym
QuaRot+GPTQ-W4-mixed

51.88 (—6.8%)
53.09 (—4.7%)
52.94 (—4.9%)
53.50 (—3.9%)

42.00 (—18.7%)
41.00 (—20.7%)
39.60 (—23.4%)
40.30 (—22.0%)

46.9 (—12.5%)
47.0 (—12.4%)
46.3 (—13.8%)
46.9 (—12.6%)
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NeurlIPS Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: The claims in the abstract and introduction are clear and reflect the work that
was done in the paper (all the results).

Guidelines:

¢ The answer [N/A] means that the abstract and introduction do not include the claims
made in the paper.

* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A or
[N/A] answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]
Justification: Paper includes a discussion section and a limitation sub-section
Guidelines:

* The answer [N/A] means that the paper has no limitation while the answer means
that the paper has limitations, but those are not discussed in the paper.

* The authors are encouraged to create a separate “Limitations” section in their paper.

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

* The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [N/A]
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Justification: The paper is empirical: it reports controlled measurements of inference latency,
throughput, and memory across hardware, kernels, and quantization methods. It contains no
theorems or formal proofs.

Guidelines:

* The answer [N/A] means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

* Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

* Theorems and Lemmas that the proof relies upon should be properly referenced.
4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: Each section describes the evaluation protocol, so everyone can repeat the
results.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* If the paper includes experiments, a answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.
If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.
Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

While NeurIPS does not require releasing code, the conference does require all submis-

sions to provide some reasonable avenue for reproducibility, which may depend on the

nature of the contribution. For example

(a) If the contribution is primarily a new algorithm, the paper should make it clear how
to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code
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Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer:

Justification: The benchmarking harness, per-method configuration files, and raw mea-
surement logs are not being released at submission time. The codebase spans several
independently adapted third-party implementations (KVPress extensions, MLX kernel ports,
speculative-decoding drafts, public benchmarks) that require further cleanup and license
review before public release. We report exact model identifiers, quantization toolchains,
hardware, and the measurement protocol in sufficient detail to enable independent reproduc-
tion of the experimental setup, and intend to release code upon publication.

Guidelines:

» The answer [N/A] means that paper does not include experiments requiring code.

¢ Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not

be possible, so is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

 The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

* The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

 Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.

6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: The paper involves no training; all experiments are inference-time bench-
marks. For each family, we specify the exact models and checkpoints, quantization/precision
settings, hardware, prompt/generation lengths, and compression ratios or drafting config-
urations used. Also, we report per-configuration latency, throughput, memory usage, and
quality, along with the number of repeated runs and confidence intervals. We note one
limitation explicitly: the retained records for the KV-cache pruning experiments do not
specify the exact M4 Pro unified-memory variant, software versions, or aggregation statistic,
so those results are reported as normalized within-device comparisons rather than absolute
platform characterizations.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.

7. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?
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Answer: [Yes]

Justification: The quantization benchmarks report mean + standard deviation over 10 re-
peated runs, and downstream-quality scores report 95% confidence intervals from evaluation-
set size. However, the KV-cache pruning, speculative-decoding, and Metal-kernel results
report single measurements or, in one case, a median of only 2 runs, without variance
estimates. We did not run enough repetitions across the full grid of context lengths, output
lengths, and methods to report reliable error bars for these experiments, and instead rely on
the consistency of directional patterns across many configurations (e.g., a method’s speedup
trend across context length and output length) as the main form of evidence, rather than
statistical significance per point estimate.

Guidelines:

» The answer [N/A] means that the paper does not include experiments.

* The authors should answer [ Yes] if the results are accompanied by error bars, confidence
intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.

* The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

* The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

It should be clear whether the error bar is the standard deviation or the standard error
of the mean.

* It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

* For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

o If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer:

Justification: The paper identifies the compute workers used for each experiment (M2, M2
Pro, M4 Pro, and M3 Ultra Apple Silicon chips, and an NVIDIA RTX 4090 for matched
baselines) and reports unified-memory or VRAM capacity for most configurations, but
does not report per-run or total wall-clock execution time for the full experimental grid.
We also do not report the compute consumed by preliminary or unsuccessful experiments
(e.g., unofficial LazyLLM implementations or rejected megakernel design variants), which
required additional runs beyond those reported.

Guidelines:

» The answer [N/A] means that the paper does not include experiments.

 The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

* The paper should disclose whether the full research project required more compute
than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

9. Code of ethics
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10.

11.

Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: The research involves only inference-time benchmarking of publicly available
pretrained models on consumer and prosumer hardware; it does not involve human subjects,
personal data, or new data collection, and raises no foreseeable safety, privacy, fairness, or
dual-use concerns.

Guidelines:

e The answer [N/A| means that the authors have not reviewed the NeurIPS Code of
Ethics.

o If the authors answer , they should explain the special circumstances that require a
deviation from the Code of Ethics.

* The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [Yes]

Justification: This work is systems-level benchmarking research aimed at improving the
efficiency of local LLM inference and is not tied to a specific application. Positive impact:
identifying which optimizations genuinely transfer to Apple Silicon helps practitioners
avoid wasted engineering effort and deploy models more efficiently on-device, which can
lower energy use relative to cloud inference and improve privacy by keeping computation
local. We do not identify a direct path to negative societal impact beyond the generic risk,
common to any inference-efficiency work, that faster local inference could marginally lower
the cost of running any model, including one misused for harmful ends; this is not specific
to our contribution and is not further amplified by it, since we study existing optimization
techniques rather than introducing new model capabilities.

Guidelines:

» The answer [N/A] means that there is no societal impact of the work performed.

o If the authors answer [N/A] or , they should explain why their work has no societal
impact or why the paper does not address societal impact.

* Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

* The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

* The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

* If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?
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13.

Answer: [N/A]

Justification: The paper releases no new models, generative capabilities, or scraped datasets.
It benchmarks existing publicly released third-party models (Qwen3, LFM2.5, Granite,
Llama) under standard quantization and inference optimizations, and does not increase their
capability or accessibility beyond what their original releases already provide.

Guidelines:

* The answer [N/A] means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

* Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer:

Justification: We cite the original papers and repositories for all models (Qwen3, Gemma 3,
Granite 4.0 H-Micro, LFM2.5) and software (MLX, MLX-LM, llama.cpp/GGUF, llm-
compressor, Transformers, KVPress, SlimInfer, DFlash/DDTree) used in the paper, and we
identify the specific model checkpoints and quantization variants evaluated. However, we
do not explicitly state the license of each asset in the paper. All assets used are publicly
released research artifacts obtained through their documented public channels, and, to our
knowledge, our use (offline inference benchmarking; no redistribution of weights or derived
model releases) is consistent with each project’s terms.

Guidelines:

* The answer [N/A] means that the paper does not use existing assets.

* The authors should cite the original paper that produced the code package or dataset.

 The authors should state which version of the asset is used and, if possible, include a
URL.

* The name of the license (e.g., CC-BY 4.0) should be included for each asset.

* For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

 If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

* For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

* If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

New assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [N/A]

Justification: As stated in the open access to data and code question, the paper does
not release new datasets, models, or a code package at submission time; it introduces a
benchmarking methodology and a transfer taxonomy applied to existing third-party models
and techniques, rather than a new asset requiring separate documentation.
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Guidelines:

* The answer [N/A] means that the paper does not release new assets.

* Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.

* The paper should discuss whether and how consent was obtained from people whose
asset is used.

* At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.

14. Crowdsourcing and research with human subjects

15.

16.

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [N/A]

Justification: The paper involves no crowdsourcing or human subjects; all reported results are
automated inference-time benchmarks run on local hardware with fixed prompt workloads
and pretrained models.

Guidelines:

* The answer [N/A]| means that the paper does not involve crowdsourcing nor research
with human subjects.

* Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

Institutional review board (IRB) approvals or equivalent for research with human
subjects

Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer: [N/A]

Justification: The paper does not involve human subjects or crowdsourcing; no IRB approval
or equivalent is applicable.

Guidelines:
* The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

* Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

* We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

* For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.
Declaration of LLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.

Answer: [N/A]
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Justification: LLMs are the object of study in this paper (as inference workloads being
benchmarked), not a component of the research methodology itself. No LLM was used as
part of the core method for generating, analyzing, or validating the experimental results
reported.

Guidelines:

* The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

* Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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