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Abstract—For any application to understand what it allows
its users to do, we must rely on app functionality descriptions
provided by software developers on app pages in marketplaces
and in the release notes, the developer view or claimed features.
User reviews and public discussions on thematic forums can
serve as another source of information about app’s features, and
sometimes new features are inspired by such user view. However,
little research has been done on app artifact analysis to distill
actual high-level features, with researchers focusing on bytecode
analysis to understand low-level app behaviors, such as API calls,
without necessarily mapping those to features. Herein, we explore
the possibilities of LLMs to reconstruct the app features and
functionality descriptions from the (middle-level) app artifact
information to bridge the perspective and knowledge gaps. We
extract diverse unstructured text strings from 235 macOS app
artifacts obtained from the Setapp app store and prompt the
GPT-40 LLM for a list of possible feature descriptions, which
we later compare with the human-written app’s feature list in
the app store. We observe minor differences in lexical structure
in terms of part-of-speech counts, and the semantic similarity
(cosine) score varies between 0.47-0.76 with GloVe embeddings
and between 0.57-0.77 with BERT ones, meaning that even naive
prompting can produce similar enough app feature descriptions
w.r.t. the human-produced oracle. Our results show the potential
of the LLM use for automatic/assisted app feature description
generation in marketplaces and for contrasting the claimed and
actual app behavior for detecting any discrepancies.

Index Terms—Large language models, app behavior, macOS

I. INTRODUCTION

As of August 2024, major app stores hold over 4 million
apps!, each listed with a human-written description of the
app functionality, its technical specifications, and various user-
produced metadata like rankings, reviews, numbers of down-
loads, etc. Extracting and comparing app features from these
diverse artifacts via app store mining [1]-[3] allows to better
understand the interplay between the business, developer, and
customer perspectives on the software and its functionality.
While there is no standard format for describing app func-
tionality in a store description, describing key app features is
a common practice. Moreover, as the app evolves, features are
added or deprecated, and prioritizing feature elicitation during
the app’s evolution has a significant impact on the app’s perfor-
mance in the marketplace [4]. Determining which app features
are important to add and maintain is a challenging business

Uhttps://www.statista.com/statistics/276623/
number-of-apps-available-in-leading-app-stores/
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problem from the requirements engineering perspective, and
natural language artifacts from the app stores are naturally
among the first ones studied. One useful source of information
is user reviews, from which (requested) app features can be
extracted [5]-[8] and prioritized in app evolution, or features
that need fixing [9] for app maintenance. Research in the
area has also shown that candidate app features can be
mined from social media [10] discussions, or even similar app
descriptions [11]-[13], with app feature descriptions holding
the key data about the app behavior [14].

Combined with source code information, app feature de-
tection from user reviews can guide the implementation of
requested features and release planning [15], but also to
compare the review-to-behavior fidelity [16] and description-
to-behavior fidelity [17]-[19] of an app. For these tasks, mul-
tiple artifacts can be studied jointly, either pairwise, like app
description topics and API calls [20], app binaries and release
notes [21], or in many-to-many format between artifacts from
the app store and the app package file, such as in [22]. App
features can also be extracted from the non-textual artifacts
automatically in the spirit of reverse engineering, such as
execution traces of instrumented apps [23], or purely from the
strings appearing in various files of app packages [24], [25].
Such approaches contribute to the security research in app
ecosystems, with a special focus on malware detection [26].

However, in many cases, the proposed tools and techniques
are tailored to specific artifacts as inputs, reducing their
scalability, as noted in [19], and extensibility to other app
ecosystems than the one they are proposed for. At the same
time, advances in recent years in large language models
(LLMs) and the broadness of their application for tasks involv-
ing bidirectional code and natural language generation [27],
[28] make it interesting to explore the use of LLMs for app
feature extraction tasks from app package contents. While
coming with the disadvantage of being a black box, LLMs
can potentially solve the tool extensibility problem or offer a
complementary solution if we consider app feature descrip-
tions extraction as a sequence-to-sequence modeling task.

In this work, we perform the initial validation of this idea.
We describe a pilot case study on 235 apps from the Setapp
marketplace?, focusing on apps for macOS. We aim to answer

Zhttps://setapp.com/
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Fig. 1: General approach pipeline

the following question: given the unstructured textual infor-
mation extracted from non-code and non-text app artifacts,
how closely can we match the app feature descriptions that
are mentioned in the textual app artifacts? We report our
preliminary results and the plans for extending this work.

II. MACOS APPLICATION BUNDLES CONTENTS

A macOS application bundle® is a directory that contains
the executable code and all the resources required for the ap-
plication to function. Bundles present a user-friendly package,
but they are, in fact, structured directories that follow a well-
defined hierarchy. This structure ensures that the application
remains self-contained, simplifying management, execution,
and interaction within the macOS environment.

At the core of the bundle is the Contents directory, which or-
ganizes key subdirectories and files. The MacOS subdirectory
contains the Mach-O executable binary, which includes the
app’s machine code, dynamic linking information, and meta-
data. The Resources directory includes non-executable assets
like images, localized strings, sound files, and other interface
components, enabling the app to support multiple languages
and customization. The Info.plist file in it is an XML-based
property list that contains essential configuration information
about the app. It stores key-value pairs such as the app’s bundle
identifier, version number, display name, supported interface
orientations, privacy permissions, and other data required for
the system to run the app correctly.

Other important subdirectories include Frameworks, which
stores shared libraries or custom frameworks the app relies on,
and Helpers, which contains auxiliary executables like back-
ground agents or daemons. The Extensions and XPCServices
directories enable modular functionality, allowing the app to
integrate with system features or run isolated tasks securely.
The Library directory may store additional resources, such as
configuration files, databases, or caches necessary for runtime.

The _CodeSignature directory contains cryptographic infor-
mation that verifies the app’s integrity and authenticity. In
modern macOS environments, it is critical for ensuring that
the app meets security requirements, enforced by Gatekeeper
and notarization. Without a valid code signature, the system

3https://developer.apple.com/library/archive/documentation/
CoreFoundation/Conceptual/CFBundles/BundleTypes/BundleTypes.html

may block the app from running, as it prevents tampering and
unauthorized modifications.

III. APPROACH

Figure 1 shows the main steps of our case study. We first
obtain the application bundles from the app store and the
human-written app feature descriptions that would serve as
an oracle (see Sec. IV for details). Next, from the app bundles
we extract the textual data (Sec. III-A), and pass it to a LLM in
a prompt, getting back the synthetic app feature descriptions
(Sec. III-B). Finally, we compare the LLM output with the
oracle (Sec. III-C).

A. App Bundle Analysis

The process begins by analyzing the middle-level macOS
bundle artifacts (i.e. non-binary files that contain text strings)
to collect the necessary data for further analysis* During
the data collection phase, the algorithm begins with Mach-O
Analysis, examining the Mach-O executable binary. By analyz-
ing this file, the algorithm collects vital information such as
entitlements, code-signing details, and dynamic frameworks.
This step does not require decompiling the binary file and
inspecting its source code.

The next step involves Info.plist Analysis, where key con-
figuration details from the information property list file are
collected. Additionally, the algorithm performs Resources
Analysis, examining non-executable assets such as fonts, im-
ages, documents, and localization files, as well as analyzing
AppleScript and JavaScript scripting dictionary files’.

Further analysis includes the Helpers Analysis, which fo-
cuses on collecting file names from Helpers, XPCServices,
and Library folders, contributing to the app’s background
processes and functionality. Similarly, the Extensions Analysis
and Dependencies Analysis involve gathering file names from
app extensions, plug-ins, and dynamic libraries to identify
linked libraries and external dependencies.

We do not deliberately collect any core branding infor-
mation from the bundle, such as the application’s name,

4see a sample of extracted data at [29] for reference.

Shttps://developer.apple.com/library/archive/documentation/
LanguagesUltilities/Conceptual/MacAutomationScriptingGuide/
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developer, or other brand-related details, though it might still
be mentioned in the rest of the collected data.

B. LLM-Based Feature Extraction

We utilize the GPT-40 LLM to extract key features from raw
application data. The model operates with a context window
size of 128,000 input tokens and can generate a maximum
of 16,384 output tokens. A custom prompt, provided as a
parameter in our application, guides the model’s focus during
the extraction process. It has three parts: (a) modeling the
feature format, (b) modeling the output JSON structure, and
(c) the unstructured data we extract from the app bundles. The
(a) part looks like this: "You need to analyze information about
a macOS app and create a human-readable list of top-4 likely
tasks that users can do with this app. Start the task description
with a verb, and keep the description short, between 5 and
15 words. You should use only the information I provide for
analysis. Do not use data from the Internet or your knowledge
base. If you are unsure of the answer, simply write "N/A”.

C. Text Comparison

We work with app feature descriptions, which are short
sentences in English, and in the context of the chosen app
store, it is always 4 sentences per app. To compare two app
feature descriptions with each other, we convert each app
feature description sentence into a word vector and work
with these vectors jointly by arranging them into a matrix.
After obtaining two matrices, one for the original, human-
written feature descriptions and one produced by an LLM,
we calculate pairwise similarities between vectors from both
matrices and finally compute the average cosine similarity.

We are using spaCy 3.7.5° and the pre-trained GloVe word
embeddings of en_core_web_md to convert our source English
sentences into word vectors. We also explore an alternative
transformer-based embeddings of ‘en_core_web_trf’ from the
spacy-transformers package to see, if context information is
represented better. For computing cosine similarity between
the matrices, we are using sklearn.metrics.pairwise7.

IV. EVALUATION

We collected all 235 unique apps available in February 2024
from the Setapp marketplace. Our decision to focus on this
macOS app marketplace is motivated by two factors: (a) unlike
in other app distribution platforms, Setapp app descriptions
always list 4 features for every app, and (b) those descriptions
are written by the developers and then additionally verified
by the store managers. Figure 2 shows the app category
distribution, with 3 categories dominating 2/3 of the dataset.

The batch size of requests to send concurrently to the
ChatGPT was set to the default value of 20 to reduce the risk
of API timeouts. We have set the temperature parameter to 0.7
out of 2.0 as per best current practices to reduce hallucinations
risk.® We performed a single API query. With our prompt,

Ohttps://spacy.io/models/en
Thttps://scikit-learn.org/stable/modules/metrics.html
8https://platform.openai.com/docs/api-reference/chat/create
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Fig. 2: App distribution in categories

we have managed to approximate the shape for the feature
sentences well in length, even though LLM-generated texts use
less unique words compared to human-produced texts (Tab. I).

TABLE I: Word count statistics

Source | Min | Max | Avg | Median | Total | Unique
Human 2 12 5.96 6 5639 1213
GPT-40 4 12 6.50 6 6195 1084

Restricting the output length was straightforward, but we
noticed that if we do not describe in detiail the desired feature
description shape, the results vary:

o App name is listed: MarsEdit allows users to create and
edit blog posts with a rich text editor.

o Addition of *Users can’ phrase Users can manage multi-
ple blogs from different platforms like WordPress, Tumblr,
and Blogger., Allows users to set wallpapers to change
at regular intervals.

e Buzzwords and generalizations returned: General utility
Sfunctions to enhance productivity by managing sleep and
display settings.

We collected part of speech (POS) statistics from the spaCy
representations of the texts. Table II showcases lexical vari-
ability, with human texts using more adverbs, pronouns, and
determiners, while LLM-generated texts contain more nouns,
propositions, and coordinating conjunctions. We also observed
that the lemma you appears 248 times in the human-written
feature descriptions and 24 times in the LLM-generated ones.

For comparing the average semantic similarity scores
(Fig. 3) we have observed (as expected) that BERT em-
beddings yield higher similarity scores compared to GloVe
embeddings, with scores in both cases being quite high. The
above results are reassuring in the sense that LLMs can
be used, though as a black-box, for a sequence-to-sequence
modeling task to obtain high-level app feature descriptions
from mid-level app artifacts. While a fine-grained qualitative
study would allow us to understand more nuances on the
accuracy of the generated feature descriptions, for instance, if
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TABLE II: Parts of speech (POS) statistics for all 235 apps

Source | ADJ | ADP | ADV | AUX | CCONJ | DET | INTJ

NOUN | NUM | PART | PRON | PROPN | SCONJ | VERB

Human | 435 682 156 33 267 266 3

2055 22 58 290 249 46 1063

GPT-4o 407 699 10 511 146 0
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Fig. 3: Box plots of similarity scores distributions for different
embeddings on a scale from O (min) to 1 (max).

the top high-level feature descriptions generated by the LLM
match those chosen and described by the human author(s), it
is out of scope of the current paper.

V. RELATED WORK

To the best of our knowledge, this is the first paper to study
the task of generating app features for macOS applications
with LLMs, but similar work on analyzing multiple non-code
app artifacts is reported for the Android ecosystem.

Shabtai et al. [24] statically extract data from .apk files of
2285 Android apps for subsequent ML-based classification of
apps into tools and games categories. Authors extract various
features of the .apk files, parse relevant XML files, and (unlike
us) analyze the Java bytecode of the .dex files. Also, unlike us,
they do not collect app metadata describing its functionality,
using only the app category. In the continuation of our current
work, we also aim to rank the usefulness of the features we
are extracting from the macOS .app bundles

Kowalczyk et al. [22] perform an in-depth study of 14 pop-
ular apps from the Google Play Store. They collect much more
varied app store metadata, compared to us: developer rating,
user rating, user comments, number of installs, screenshots,
video (if uploaded), permission request text, listed interactive
elements text, whether the app contained in-app purchases,
and the text in the app’s description. Also unlike us, but
similarly to [24], they work with the binary file of the app,
disassembling the .apk file into smali byte code files with
apktool and decompiling the .apk file with dex2jar to obtain
the app’s Java source code files. Overall, the authors study a
set of 16 different artifacts for each app, and conclude that the
output of these must be pieced together to form a complete
understanding of the app’s true behavior, a conclusion that
we share. Currently, we do not work with the contents of the
Mach-O binary file, but we will explore that in future work.

The most related to our is the work of Md. Shamsu-
jjoha et al. [25], where the authors collect 24k Android apps,
and their tool REACT collects an app’s .apk file extracts
all method names used in the raw code, XML data values,
and GUI strings, and then categorizes apps based on the
similarity of extracted features using topic modeling results.
REACT parses three types of information from decompiled
app directories: (i) the entire directory of smali files to extract
all method names, (ii) string.xml file to extract all XML data
values, (iii) every image files from entire decompiled app
directory to extract the GUI label text used in the app. We
are not working with image files at the moment, and we do
not decompile the binary files, but we also collect relevant
information from the XML files available in the app’s package.

VI. CONCLUSIONS AND FUTURE WORK

We have performed a pilot study into generating app feature
descriptions with LLMs from unstructured data extracted from
app artifacts of macOS apps to test a OS- and ecosystem-
agnostic approach for app features extraction from app artifacts
based on LLM sequence-to-sequence modeling capabilities.
Our results show that the approach is promising, though a
more thorough qualitative evaluation and a quantitative one
on a larger dataset are required.

Specifically, we plan to conduct an evaluation of our tech-
nique on a larger app set” with more diverse app descriptions.
Additionally, we plan to assess whether a LLM could generate
all the features that a human would list in an app description,
using precision and recall metrics for this evaluation. We will
clarify how much information is needed from different artifacts
within the app bundle and whether any artifacts, such as the
Info.plist file, should be given higher priority or weight. We
plan to extend our analysis to include classes, methods, and
other relevant information from the app’s binary. We also plan
to look in more detail into the lexical richness [30] of the
generated text (e.g., MATTR and MTLD metrics [31]) and
study the possible impact of the app category on the feature
description dictionary, to account for the observed category
imbalance. Lastly, we plan to compare the performance and
resource requirements of larger cloud-based OpenAl LLMs to
local models such as the LLaMA family.
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